This book is a Guide to UNIX and Unix-like operating systems, such as GNU/Linux and *BSD. Other systems like Mac OS X, Solaris, and OSF/Tru64 also belong in the list.
Because of this book's incomplete state, it might be hard to find the chapter that you want.
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After this introduction, there are three main parts of this book.
This book uses (or will use) the following conventions.
The shell prompt looks like:
A root shell prompt (see Explanations/Becoming Root) looks like:
When the user types commands or other text, it appears in bold. The following is an example. The user typed the "cat" command and then several lines which the computer echoed.
Control characters are written like ^D. This means to hold the Control key and press D. Note that some control characters sometimes do not appear on the screen. For example, the user typed ^D but no "^D" actually appears on the screen.
This convention might need improvement. Currently, a good example is Explanations/Shell Prompt.
A command name is introduced in bold, like uname. Later, it is mentioned as "uname". In the future, the bold version might be a link to the command in Commands.
Filenames usually appear like /dev/null and /etc/ssh/sshd_config. Entire commands look like ls /dev/null /etc/sshd_config or echo a1 a2 a3. Mentioning again the parts or arguments of these commands looks like "a1" and "a2". When introducing a new part (like a new option) not mentioned before, that looks like -r or -o loop. Text from files is also quoted, for example "# comment".
This is a proposed convention, because it is mostly unimplemented in this book.
The book targets multiple audiences.
To handle this, there might be some templates.
This is a proposed convention, because it is mostly unimplemented in this book.
In Guide to UNIX/Commands, there is a {{Guide to UNIX:clink with links to outside Internet resources like manual pages and wikis.
In addition, the clink template links between Guide to UNIX/Commands and Guide to UNIX/Explanations. There are two template calls; link both ways. For example, connect Guide to UNIX/Explanations/bc and bc's entry in Guide to UNIX/Commands.
The operating system installed on many servers and some workstations is Unix-like. But what does it mean to be like Unix? In this book, a Unix-like system is one that is similar to *BSD, GNU/Linux, Solaris, and the original Unix. Today, Mac OS X also qualifies as a Unix-like system.
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As opposed to the (point and click) (graphical user interfaces) familiar to the general computer user, work usually gets done in unix in a text-based way, through what's known as the (command line shell).
As opposed to a (single-user) operating system which permits computer usage only by one person at one particular time, unix is a multi-user system, that allows access of multiple users to the computer simultaneously. Normally this is achieved by having the users access the system (remotely), through digital networks.
Whether accessing (remotely) or not, users need a (user account) before being granted access to the system; for the purposes of accounting, security, logging and resource management.
Since each particular user account has varying degrees of control over the system and its resources, having the ability to verify the true identity of a given user is crucial, so a method exists that verifies each user account (username) against a corresponding (password); in a process known as (logging in).
All Unix-like systems are similar. As with many operating systems for servers, the Unix-like systems can host multiple users and programs simultaneously. Some features are specific to Unix-like systems. The Unix-like systems provide a common command line interface called the shell. They also provide a common programming interface for the C language. The latter fact allows most Unix-like systems to run the same application software and desktop environments.
Unix is popular with programmers for a variety of reasons. A primary reason for its popularity is the building-block approach, where a suite of simple tools can be streamed together to produce very sophisticated results. Another reason is the philosophy that 'everything is a file', which means that a standardized set of operations and functionality can be performed on different file types (directories vs. regular files), hardware devices, and even system processes.
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The shell is a program unique to Unix-like systems. It lets you type commands to launch other programs.
When you login to the system through a text-only terminal, Unix gives you a login shell. If your system has a graphical user interface such as GNOME, KDE, or anything that uses X Window System, you can access the shell through a program called a console emulator or terminal emulator. This emulates the text-only terminal that the shell requires for running.
Unfortunately, the shell and the commands are hard to learn. Further, many commands require "arguments" to work. For example, the rm command, which removes files, needs one or more "arguments" naming the files to delete. This book has a Explanations/Shell Prompt chapter which introduces the shell and its many features.
One can automate tasks by saving shell commands in a text file called a shell script. For example, shell scripts are used to boot the system.
The Unix shell is unique to Unix-like systems. Actually, there are multiple shells available for Unix. These shells extend their features in different ways. For the "Bourne-compatible" shells, there is a book in Wikibooks,Bourne Shell Scripting, to describe them. Most shell scripts are for Bourne-compatible shells.
Unix is the origin of the popular C language. Every program on the computer links to the C library which provides basic system features including access to the kernel. Even if an application is written in another language, like C++, it still links to the C library. An interpreted language like perl needs a perl interpreter linked to the C library.
This dependence on C can be a disadvantage. Most Unix-like kernels are written entirely in C; most common programs use C, C++ or Objective-C. It is difficult to add code to these programs in another language such as Fortran. In contrast, some non-Unix systems allow different programming languages to interact more easily.
This book does not describe how to program with C; that is the job of the book Programming:C. However, planned additions to this book will describe how to build and run Unix programs when you obtain their C source code.
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Each Unix-like system has a kernel. This program controls the computer hardware.
All other programs on the system are part of userland, which means outside the kernel. The kernel shares the system between all running userland programs. To use the keyboard, the network connection, or another part of the hardware, a userland program must contact the kernel using system calls. The kernel allows multiple programs to share the hardware safely. It also switches programs in and out of the processors; thus it is a "multitasking" kernel.
For example, a web server like Apache, through the kernel, can simultaneously make multiple network connections to multiple web browsers. The same computer might also be running other server programs. As another example, a user on desktop system (with GNOME, KDE, or Xfce for example) can simultaneously open multiple windows containing file managers, word processors, and games. While the file manager copies files and the word processor prints a document, the user can play a Tetris clone at the same time.
Today, a very popular kernel is Linux. Linux qualifies as free and open source; even if Linux is running a server for millions of users, there is no licensing fee. Linux is usually combined with GNU to form the UNIX-like operating system, GNU/Linux (although there are some instances where it isn't combined with GNU). Thus, an easy way for a home user to obtain a Unix-like system is to install a GNU/Linux distribution that includes a friendly desktop.
When we want to configure the network connection, storage systems, or other parts of the hardware, we must often use special utility programs that configure the running kernel. Some of those programs are described in this book.
The intention is that this book has neutral point of view. Thus, this book claims not that Unix is always the best choice for any task. It will mention both advantages and disadvantages of Unix-like systems.
xt.
Linux® is an open source, Unix®-like kernel and operating system. The author of the kernel itself is Linus Torvalds, plus a loosely-knit team of programmers who enhance it in a collaborative effort over the Internet. This page provides a brief overview of the main features of the Linux kernel and system, especially in comparison to other Unix-like systems. There are several other Wikibooks about Linux with more information.
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After Linus Torvalds suggested a penguin, Larry Ewing (lewing@isc.tamu.edu) used The GIMP to draw this popular image of Tux, the Linux mascot. Tux is now also the hero of some Linux games. In Guide to UNIX, "tux" has an account on the example machines.
Packages: A complete GNU/Linux operating system uses many free software (open source) packages from the BSD, X11, GNU, and other projects. There are also non-free packages without source code, or requiring one to buy licenses. Each distro decides which packages to provide.
Mascot: The official mascot of Linux is Tux, the Linux penguin.
Customizable kernel: Linux is probably the most customizable Unix-like kernel. There are even several ways to edit the kernel configuration before building the kernel.
Special filesystems: Linux has some special filesystems which are not used for normal files.
/lib: The directory /lib exists on Linux and holds libraries needed by /bin and /sbin because /usr might not be mounted.
/usr: Stuff provided by your Linux distro often becomes installed in /usr instead of /usr/local. This frees /usr/local for packages which your Linux distro does not provide.
Text editors: Most distros provide the traditional Unix editors "vi" and "emacs", but some install neither by default. Even "ed" could be missing. Traditional Unix skills for text editing are not necessary when GNU "nano" is the installed non-X11 editor.
Package management: Most distros provide a package management system such as "apt" (Advanced Package Tool), "rpm" (Red Hat Package Manager), or Portage. These automate the installation and upgrade of packages. Both application packages and base system packages use this system. The package manager is often the biggest difference between distros.
Graphical user interface: Many of the popular Linux distros now boot the user straight into a desktop environment (GNOME or KDE, both based on X11 window system) immediately after installation. This is in contrast to some Linux distros and most *BSD distros which drop you at a root shell prompt, and expect you to use the root shell prompt to install X11, GNOME or KDE if you want it.
Source distros: Some Linux distros, such as Gentoo, emphasise building from source. Though every Linux distro with a compiler gives one the opportunity to rebuild the Linux kernel and other packages from source, these source distros provide scripts that not only automate the process, but help the system administrator make customisations and optimisations.
Berkeley Software Distribution or BSD is a flavor of UNIX that was developed at the University of Calfornia, Berkeley. Today, the BSD or *BSD systems are free Unix-like operating systems based on the university's distribution. To honor this, these systems put BSD at the end of their names. The *BSD systems are DragonFly BSD, FreeBSD, NetBSD, and OpenBSD.
The *BSD sources are stored in /usr/src/ and the kernel in /usr/src/sys/. The *BSD kernel and system programs are heavily integrated, and so must be upgraded together.
The kernel is actually the original AT&T Unix with all of its files replaced. The BSD university project had added or replaced so much stuff (the VAX port, the networking features, the fast file system, … ) that *BSD projects could take the free parts and produce completely free kernels without needing a Unix license. A consequence of this is that the BSD kernel has a similar structure to commercial Unix kernels also descended from AT&T Unix.
The kernel contains a "securelevel" feature which attempts to permanently restrict what all users (including root, the superuser) can do after a certain point in the boot process.
The kernel boot messages (also visible with dmesg, on all Unix systems) are organized and shows where each device was detected.
The main text editor in the base system is "vi". This is nvi included with BSD, and ultimately the original vi, and is not some other vi implementation such as vim. Actually, nvi is a clone of the original vi. The clone was necessary to remove some non-free Unix code.
The system compiler is the GNU Compiler Collection (GCC) with C, C++, Objective C, and Fortran 77.
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FreeBSD is a Unix-like free operating system descended from AT&T UNIX via the Berkeley Software Distribution (BSD) branch through the 386BSD and 4.4BSD operating systems. It runs on processors compatible with the Intel x86 family, as well as on the DEC Alpha, the UltraSPARC processors by Sun Microsystems, the Itanium (IA-64), AMD64 and PowerPC processors. It also runs on the PC-98 architecture. Support for the ARM and MIPS architectures is currently in development.
FreeBSD is developed as a complete operating system. The kernel, device drivers and all of the userland utilities, such as the shell, are held in the same source code revision tracking tree (CVS). This is in contrast to Linux, a similar but better-known operating system, in which the kernel is developed by one set of developers; userland utilities and applications by others, such as the GNU project; and all are packaged together by other groups and published as Linux distributions.
As an operating system, FreeBSD is generally regarded as quite reliable and robust, and of the operating systems that accurately report uptime remotely [1], FreeBSD is the most common free operating system listed in Netcraft's list [2] of the 50 web servers with the longest uptime (uptime on some operating systems such as some versions of Linux can't be calculated). A long uptime also indicates that no kernel updates have been deemed necessary, as installing a new kernel requires a reboot and resets the uptime counter of the system.
Initial development of FreeBSD started in 1993, taking its sources from 386BSD. However, due to concerns about the legality of all the sources used in 386BSD and a consequent lawsuit between Novell (then owner of the UNIX trademark) and Berkeley, FreeBSD ended up re-engineering much of the system with the FreeBSD 2.0 release in January of 1995 using the 4.4BSD-Lite release from the University of California, Berkeley. The FreeBSD Handbook includes more historical information about the genesis of FreeBSD.
Perhaps FreeBSD 2.0's most notable advance was the revamp of the original CMU's Mach Virtual Memory system, which was optimized for performance under high loads, and the creation of the ports system that made downloading, building and installing third party software very easy. FreeBSD powered extremely successful sites like cdrom.com (a huge repository of software that broke several throughput records on the net), Hotmail, and Yahoo!.
FreeBSD 3.0 brought many changes: it switched to the ELF binary format, initial support for SMP systems and also added support for a new 64 bit platform: the Alpha. At its time the 3.X branch was severely critized as many changes were not evidently beneficial and affected performance, but it was a necessary step to develop what would become the very successful 4.X branch.
Initially, FreeBSD employed the BSD Daemon as its logo, but in 2005 a competition for a new logo was arranged. On October 8, 2005, the competition finished and the design by Anton K. Gural was chosen as the new FreeBSD logo. The BSD Daemon will remain as the FreeBSD Project mascot. [edit]
The latest and final FreeBSD release from the 5-STABLE branch is 5.5, and was released in May 2006. FreeBSD developers maintain (at least) two branches of simultaneous development. A -STABLE branch of FreeBSD is created for each major version number, from which releases are cut about once every 4-6 months. The latest 4-STABLE release of FreeBSD is 4.11, which is the last of the 4-STABLE branch releases. The first 5-STABLE release was 5.3 (5.0 through 5.2.1 were cut from -CURRENT). The first 6-STABLE release was 6.0. The development branch, -CURRENT, is now 7.0-CURRENT, which contains aggressive new kernel and userspace features. If a feature is sufficiently stable and mature, it is eventually backported ("MFC" - Merge from CURRENT in the FreeBSD developer slang) to the -STABLE branch. FreeBSD's development model is described in an in-depth article by Niklas Saers [3].
The big difference in FreeBSD 5 was a major change in the low-level kernel locking mechanisms to enable better symmetric multiprocessor (SMP) support, releasing much of the kernel from the MP lock, sometimes referred to as the Big Giant Lock. It is now possible for more than one process to execute in kernel mode at the same time.
Other major changes include an m:n threading solution called KSE which is now the default threading (pthreads) library, starting with 5.3 (the creation of the 5-STABLE branch). The terminology m:n, where m and n are small positive integers, implies that m userland threads correspond to n kernel threads. Many other new features are security related. The TrustedBSD project was formed by Robert Watson for the express purpose of adding trusted operating system functionality to the FreeBSD operating system. An extensible mandatory access control framework (the TrustedBSD MAC Framework), filesystem Access Control Lists (ACLs), and the new UFS2 filesystem all came from TrustedBSD. Some of the TrustedBSD functionality has been integrated into the NetBSD and OpenBSD operating systems as well.
FreeBSD 5 has also significantly changed the block I/O layer with the introduction of the GEOM modular disk I/O request transformation framework, contributed by Poul-Henning Kamp. GEOM enables the simple creation of many kinds of functionality, such as mirroring (gmirror) and encryption (gbde). The recent release of FreeBSD 5.4 has confirmed the FreeBSD 5.x branch as a highly stable and well-performing release, albeit one with a long gestation period due to the large feature set.
FreeBSD 6.1 was released on May 8, 2006, and 7.0-CURRENT is under active development. These versions continue the work on SMP and threading optimization, as well as additional work in the area of advanced 802.11 functionality, and TrustedBSD security event auditing. The primary release accomplishments of this release include the removal of the Giant lock from VFS, replacement of the libthr library with a better performing implementation of 1:1 threading, and the addition of a BSM audit implementation, called OpenBSM, created by the TrustedBSD Project which is heavily based upon the BSM implementation found in Apple's Open Source Darwin which has been released under a BSD-style license.
FreeBSD provides binary compatibility with several other Unix-like operating systems, including Linux. The reasoning behind this is generally attributed to being able to run applications developed for Linux, often commercial, that are only distributed in binary form and thus cannot be ported to FreeBSD without the will of those who control the source code.
In a nutshell, it allows FreeBSD users to run a majority of the applications that are only distributed as Linux binaries. When compared to the vast number of native applications available for FreeBSD using the Ports Collection, these applications are in the minority. Applications used under the Linux compatibility layer include StarOffice, the Linux version of Netscape, Adobe Acrobat, RealPlayer, VMware, Oracle, WordPerfect, Skype, Doom 3, Quake 4, the Unreal Tournament series, SeaMonkey, and so on. Generally, there seems to be no noticeable performance penalty when running Linux binaries as opposed to native FreeBSD ones.
Though there are many applications that run flawlessly under the compatibility layer, it should be noted that the layer is not complete, thus rendering some Linux binaries unusable on FreeBSD or limiting their functionality, possibly because this compatibility layer only supports the system calls of Linux Kernel 2.4.2, a historic release. One example of this is Cedega, TransGaming's product to run Microsoft Windows games on Linux. Its usage is largely crippled at this time due to an incomplete compatibility layer. There has, however, been limited success in using it to run games on FreeBSD [4]. A 2006 Summer of Code project to update the compatibility layer and implement missing system calls has been accepted [5].
For most scientific applications, the Linux compatibility layer performs correctly; applications such as nmrpipe, ccp, Mathematica and Matlab perform as expected.
As with its sister operating systems, the code in FreeBSD is released under the terms of a variety of licenses. All of the kernel code and most newly created code is released under the terms of the two-clause BSD license, which allows everyone to use and redistribute FreeBSD as they wish. There are also parts under the GPL, LGPL, ISC, three-clause BSD license, and four-clause BSD license.
Also available are binary blobs for particular functionality, such as the Atheros HAL for wireless functionality and a binary only tool for Adaptec's AAC RAID.
A range of products are directly or indirectly based on FreeBSD. These range from embedded devices, such as Juniper routers and Nokia's firewall operating system, to portions of other operating systems including Linux and the RTOS VxWorks. Darwin, the core of Apple's Mac OS X, borrows heavily from FreeBSD, including its virtual file system, network stack and components of its userspace. Apple continues to integrate new code from and contribute changes back to FreeBSD. The open source OpenDarwin, originally derived from Apple's codebase but now a separate entity, also includes substantial FreeBSD code. In addition, there are a number of operating systems originally forked from or based on FreeBSD including PC-BSD and DesktopBSD, which include enhancements aimed at home users and workstations; the FreeSBIE and Frenzy live CD distributions; the m0n0wall and pfSense embedded firewalls; and DragonFly BSD, a notable fork from FreeBSD 4.8 aiming for a different multiprocessor synchronization strategy than that chosen for FreeBSD 5 and development of some microkernel features.
The core of Apple's Mac OS X (and its predecessor NextStep) is Darwin, which contains a lot of BSD code, especially FreeBSD 5 code.
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Device drivers: Because they are handled by Mach, device drivers are much different than in NetBSD/macppc. With Darwin, Apple made many replacements to the NextStep drivers.
HFS+ filesystem: Darwin also contains an implementation of the HFS+ filesystem from classic Mac OS. This, and not UFS, is the preferred filesystem for Darwin.
Apple labels the Darwin source code with version numbers that match Mac OS X version numbers.
For example, the Darwin source code corresponding to Mac OS 10.4.3 is Darwin 8.3.
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OpenBSD calls itself the "multi-platform, ultra-secure operating system". The OpenBSD team believes in strong security and code correctness. The OpenBSD team has a between six and twelve developers working on finding bugs and security holes in the system. OpenBSD also strives to be secure by default, meaning that the user does not have to be a security expert to secure the system. The OpenBSD project normally makes a new version every six months.
OpenBSD is known for having strict rules regarding bugs. Such as an application, not having a manual is considered a bug and therefore the application will not be included in the port (or package) tree. These rules are also included in the operating system. Should an application pose a security risk OpenBSD will kill the process on the spot. If there is a bug, and it is announced on the mailing list, then the OpenBSD team will come out with a patch in a matter of days. OpenBSD has only had two remotly exploitable bugs (both were in ssh and soon there afterwards patched), after a default install (with no additional services turned on) in over 10 years.
Main article: Guide to Unix/BSD/OpenBSD/OpenBSD Installation
OpenBSD has a easy although non-graphical installer.
Main article: Guide to Unix/BSD/OpenBSD/Customize Installation
You can change the default configuration files and install additional packages, by creating your own custom iso file.
Main article: Guide to Unix/BSD/OpenBSD/As a Firewall
OpenBSD uses pf ("packet filter") as a firewall. Though the authors originally contributed pf to OpenBSD, because it is free, other operating systems are including pf.
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Main article: Guide to Unix/BSD/OpenBSD/As a Desktop
Despite is reputation for being only for servers OpenBSD can also serve as a great workstation/desktop. OpenBSD uses pkg_add as their binary package management system. The pkg_add automatically resolves dependencies. If you get the packages from ftp, pkg_add is able to resolve all of the dependencies for you. Some of the desktop related packages in the binary package system include: KDE (3.5), Xfce, Gnome, fluxbox, blackbox, and e16. Many other packages are available through the port system which also resolves and compiles the dependencies for you.
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The purpose of this License is to make a manual, textbook, or other functional and useful document "free" in the sense of freedom: to assure everyone the effective freedom to copy and redistribute it, with or without modifying it, either commercially or noncommercially. Secondarily, this License preserves for the author and publisher a way to get credit for their work, while not being considered responsible for modifications made by others.
This License is a kind of "copyleft", which means that derivative works of the document must themselves be free in the same sense. It complements the GNU General Public License, which is a copyleft license designed for free software.
We have designed this License in order to use it for manuals for free software, because free software needs free documentation: a free program should come with manuals providing the same freedoms that the software does. But this License is not limited to software manuals; it can be used for any textual work, regardless of subject matter or whether it is published as a printed book. We recommend this License principally for works whose purpose is instruction or reference.
This License applies to any manual or other work, in any medium, that contains a notice placed by the copyright holder saying it can be distributed under the terms of this License. Such a notice grants a world-wide, royalty-free license, unlimited in duration, to use that work under the conditions stated herein. The "Document", below, refers to any such manual or work. Any member of the public is a licensee, and is addressed as "you". You accept the license if you copy, modify or distribute the work in a way requiring permission under copyright law.
A "Modified Version" of the Document means any work containing the Document or a portion of it, either copied verbatim, or with modifications and/or translated into another language.
A "Secondary Section" is a named appendix or a front-matter section of the Document that deals exclusively with the relationship of the publishers or authors of the Document to the Document's overall subject (or to related matters) and contains nothing that could fall directly within that overall subject. (Thus, if the Document is in part a textbook of mathematics, a Secondary Section may not explain any mathematics.) The relationship could be a matter of historical connection with the subject or with related matters, or of legal, commercial, philosophical, ethical or political position regarding them.
The "Invariant Sections" are certain Secondary Sections whose titles are designated, as being those of Invariant Sections, in the notice that says that the Document is released under this License. If a section does not fit the above definition of Secondary then it is not allowed to be designated as Invariant. The Document may contain zero Invariant Sections. If the Document does not identify any Invariant Sections then there are none.
The "Cover Texts" are certain short passages of text that are listed, as Front-Cover Texts or Back-Cover Texts, in the notice that says that the Document is released under this License. A Front-Cover Text may be at most 5 words, and a Back-Cover Text may be at most 25 words.
A "Transparent" copy of the Document means a machine-readable copy, represented in a format whose specification is available to the general public, that is suitable for revising the document straightforwardly with generic text editors or (for images composed of pixels) generic paint programs or (for drawings) some widely available drawing editor, and that is suitable for input to text formatters or for automatic translation to a variety of formats suitable for input to text formatters. A copy made in an otherwise Transparent file format whose markup, or absence of markup, has been arranged to thwart or discourage subsequent modification by readers is not Transparent. An image format is not Transparent if used for any substantial amount of text. A copy that is not "Transparent" is called "Opaque".
Examples of suitable formats for Transparent copies include plain ASCII without markup, Texinfo input format, LaTeX input format, SGML or XML using a publicly available DTD, and standard-conforming simple HTML, PostScript or PDF designed for human modification. Examples of transparent image formats include PNG, XCF and JPG. Opaque formats include proprietary formats that can be read and edited only by proprietary word processors, SGML or XML for which the DTD and/or processing tools are not generally available, and the machine-generated HTML, PostScript or PDF produced by some word processors for output purposes only.
The "Title Page" means, for a printed book, the title page itself, plus such following pages as are needed to hold, legibly, the material this License requires to appear in the title page. For works in formats which do not have any title page as such, "Title Page" means the text near the most prominent appearance of the work's title, preceding the beginning of the body of the text.
A section "Entitled XYZ" means a named subunit of the Document whose title either is precisely XYZ or contains XYZ in parentheses following text that translates XYZ in another language. (Here XYZ stands for a specific section name mentioned below, such as "Acknowledgements", "Dedications", "Endorsements", or "History".) To "Preserve the Title" of such a section when you modify the Document means that it remains a section "Entitled XYZ" according to this definition.
The Document may include Warranty Disclaimers next to the notice which states that this License applies to the Document. These Warranty Disclaimers are considered to be included by reference in this License, but only as regards disclaiming warranties: any other implication that these Warranty Disclaimers may have is void and has no effect on the meaning of this License.
You may copy and distribute the Document in any medium, either commercially or noncommercially, provided that this License, the copyright notices, and the license notice saying this License applies to the Document are reproduced in all copies, and that you add no other conditions whatsoever to those of this License. You may not use technical measures to obstruct or control the reading or further copying of the copies you make or distribute. However, you may accept compensation in exchange for copies. If you distribute a large enough number of copies you must also follow the conditions in section 3.
You may also lend copies, under the same conditions stated above, and you may publicly display copies.
If you publish printed copies (or copies in media that commonly have printed covers) of the Document, numbering more than 100, and the Document's license notice requires Cover Texts, you must enclose the copies in covers that carry, clearly and legibly, all these Cover Texts: Front-Cover Texts on the front cover, and Back-Cover Texts on the back cover. Both covers must also clearly and legibly identify you as the publisher of these copies. The front cover must present the full title with all words of the title equally prominent and visible. You may add other material on the covers in addition. Copying with changes limited to the covers, as long as they preserve the title of the Document and satisfy these conditions, can be treated as verbatim copying in other respects.
If the required texts for either cover are too voluminous to fit legibly, you should put the first ones listed (as many as fit reasonably) on the actual cover, and continue the rest onto adjacent pages.
If you publish or distribute Opaque copies of the Document numbering more than 100, you must either include a machine-readable Transparent copy along with each Opaque copy, or state in or with each Opaque copy a computer-network location from which the general network-using public has access to download using public-standard network protocols a complete Transparent copy of the Document, free of added material. If you use the latter option, you must take reasonably prudent steps, when you begin distribution of Opaque copies in quantity, to ensure that this Transparent copy will remain thus accessible at the stated location until at least one year after the last time you distribute an Opaque copy (directly or through your agents or retailers) of that edition to the public.
It is requested, but not required, that you contact the authors of the Document well before redistributing any large number of copies, to give them a chance to provide you with an updated version of the Document.
You may copy and distribute a Modified Version of the Document under the conditions of sections 2 and 3 above, provided that you release the Modified Version under precisely this License, with the Modified Version filling the role of the Document, thus licensing distribution and modification of the Modified Version to whoever possesses a copy of it. In addition, you must do these things in the Modified Version:
A. Use in the Title Page (and on the covers, if any) a title distinct from that of the Document, and from those of previous versions (which should, if there were any, be listed in the History section of the Document). You may use the same title as a previous version if the original publisher of that version gives permission.
If the Modified Version includes new front-matter sections or appendices that qualify as Secondary Sections and contain no material copied from the Document, you may at your option designate some or all of these sections as invariant. To do this, add their titles to the list of Invariant Sections in the Modified Version's license notice. These titles must be distinct from any other section titles.
You may add a section Entitled "Endorsements", provided it contains nothing but endorsements of your Modified Version by various parties—for example, statements of peer review or that the text has been approved by an organization as the authoritative definition of a standard.
You may add a passage of up to five words as a Front-Cover Text, and a passage of up to 25 words as a Back-Cover Text, to the end of the list of Cover Texts in the Modified Version. Only one passage of Front-Cover Text and one of Back-Cover Text may be added by (or through arrangements made by) any one entity. If the Document already includes a cover text for the same cover, previously added by you or by arrangement made by the same entity you are acting on behalf of, you may not add another; but you may replace the old one, on explicit permission from the previous publisher that added the old one.
The author(s) and publisher(s) of the Document do not by this License give permission to use their names for publicity for or to assert or imply endorsement of any Modified Version.
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The shell prompt (or command line) is where one types commands. When accessing the system through a text-based terminal, the shell is the main way of accessing programs and doing work on the system. In effect, it is a shell surrounding all other programs being run. When accessing the system through a graphical environment such as X11, it remains possible to open a terminal emulator and do useful work with the shell.
This chapter describes how to find a shell prompt and start using it.
<tbody>
</tbody>
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People get shell prompts in different ways, such as:
Unix systems can use TTY devices for a shell. The first line looks like
Type your username at this prompt, then type your password. This gives a shell.
A terminal emulator (or console emulator) is a program that emulates the terminal hardware that early users traditionally used to login to Unix. It appears as a window in the graphical environment and allows access to the shell prompt.
There are several ways to open a terminal emulator:
On Mac OS X, use /Applications/Utilities/Terminal. That is, go to the Applications folder on your hard disk, and to the Utilities folder inside it, and double-click the icon for the Terminal program. You may want to keep the Terminal icon on your Dock.
Most terminal emulators, like other graphical programs, provide a menu bar to configure the terminal. For example, they allow you to change the font and colors; some people prefer white text on a black background. xterm is more difficult to configure; its menus can be found by holding the Control key and clicking with each of the three mouse buttons.
The ssh program is a secure way to connect to a shell account on a remote server. The server must be running the sshd servers software to accept the connection. See the chapter on Connecting to Remote Unix.
The shell prompt normally ends in a $ sign. For simplicity, the examples in this book use a shell prompt like this:
Some older shell prompts end in % instead:
The C shell sometimes uses > instead:
Several shells have prompts that give more information, such as:
You can also customize your shell prompt. For bash, use these special characters in the variables $PS[1-4]. $PS1 is what you usually see and $PS2 is what you see when you are doing a multi-line command with a backslash ('\'). For more see the manual.
Never copy/type the shell prompt used in this book. The shell will always give you a prompt if it is ready to accept commands.
If you become root or login as root, most systems change the shell prompt to end with #. The root account is allowed to do anything (delete or change any file) so the # is a reminder of the power of the prompt. Avoid using the # prompt when necessary; see the chapter on Becoming Root. In this book, root shell prompts look like this:
When you enter a command, the shell does a few things in this order (if it succeeds, it executes the found command):
The shell checks if the command is an absolute path (such as /bin/ls) and if that path is an executable file.
If the command is not an absolute path, the shell:
searches through its builtin commands for the entered command.
Looks in the directories in enviornment variable PATH for the entered command. It starts its search with the first directory listed in PATH, then the second and so on.
The first word, "ls", is the name of the program or command built into the shell to run. In this case, the program /bin/ls is run. The "/var" in this case is an argument; it tells ls what to list. Arguments are separated by whitespace, usually one space.
There are some special arguments called options. Each command decides what is an option, but for many commands, options with only one hyphen to start usually are short for a more descriptive option that starts with two hyphens and some that start with two hyphens don't have shorthands. Here is an example (read it as "el es dash el slash var"):
Note that these commands require that options come before other arguments. For example, the following does not work (unless you have a file or directory called -l):
Exception: on systems with the GNU C library (GNU and GNU/Linux), many programs (not all of them) will automatically treat the options as if they were in the front, so ls /var -l is the same as ls -l /var. This is nice for users who forget to type some option.
What if there really is a file called "-l"? Then it must be specified that "-l" is not an option. One does this using the "—" argument, which means "end of options". This is why it is inconvenient to have filenames start with hyphens.
If the shell has command-line editing, then the arrow, End, and Home keys are useful. The left and right arrows allow the user to move the text cursor to edit the command and the Home and End keys allow the user to move the to the beginning or end of the line. For example, we want to list some specific files, like this:
But we typed:
We can press the Home key to move the cursor to the beginning of the line, then use the right arrow to move the cursor to the right to delete the "-l". After this, we press Return to run the command as normal. (This will not work in many non-shell programs that lack command line editing!)
Shells with history features allow using the up arrow to recall previous commands to the shell prompt. These previous lines are not run again unless the user presses Return. The down arrow returns down the list.
If the arrow keys are broken, or you actually find some keyboard without arrows, then the Control Emacs navigation keys (Ctrl+B, Ctrl+F, Ctrl+P, Ctrl+N, Ctrl+E and Ctrl+A) also work in most shells.
Use cd to change the directory you are "in." The syntax is cd followed by the pathname. cd bin would take you to the bin directory (located in the directory you are currently in), cd .. would take you up one level. cd ~ would take you to your home directory, and cd ~ followed by a username would take you to that user's home.
Although many shell prompts have the current directory's name or the end of the current directory's name right in the prompt (like '[user@localhost ~]$'), you can use the command pwd to Print the Working Directory.
The first word of the command is the name of the command. For example, in the following command, "ls" is the command name, and "-l", "/etc/passwd", and "/etc/profile" are the arguments.
But how do we know what the "ls" command does? Most Unix-like systems provide online manual pages for each command. For example,
This opens the manual page in a program called the pager. The most common pagers are less and more. These let the user type space bar to scroll down and 'q' to quit the pager.
However, the manual pages are often not useful for persons who know almost nothing about the commands. The chapter on Commands will help. The section Guide to UNIX/Commands/Getting Help contains strategies for how to use man and the other help tools effectively.
The shell recognizes several special characters. The following are the special characters:
They are all special characters in the Bourne shell, except for the exclamation point. However, many Bourne and non-Bourne shells also make special the exclamation point. When the shell sees special characters, it does something more complex than simply running the command that you typed.
Some special characters trigger substitution, when parts of the command are replaced with other text. One common form of substitution is filename expansion, which saves you work when typing longer filenames and lists of filenames.
To test substitution, we need the echo command. This command simply echoes its arguments (including any changes made to the arguments by the shell). All options except "-n" are ignored.
Quoting is used to preserve the literal meaning of special characters.
Here is an example of several types of quoting, which will be refered to in the rest of this section (there are many unnecessary things in this which you should find after reading this section, but are used for the sake of example):
A backslash (\) simply stops the shell from thinking that certain characters are special. In the example above, it was used to print literally the doublequote character.
To print a backslash, use two backslashes in a row.
Now commands that want special shell characters for input will work.
Paired characters affect whatever is between them.
Single quotes perserve the literal meaning of everything except single quotes.
In the example, single quotes were used to prevent the * from expanding.
Note single quotes can't be within single quotes, even with a preceding backslash.
Double quotes are like single quotes, but don't preserve the literal meaning of $, \ when followed by a dollar sign, tick, double quote, or backslash, and `.
In the example, double quotes were used to preserve the literal meaning of spaces.
The filename expansion is used in avoiding the typing of long lists of files. These characters are used for filename expansion:
The shell globbing characters of * and ? are used to form patterns. The shell searches for existing files that match the patterns and does a subsitution.
When more than one file is matched, the files are separated by spaces, as separate arguments.
For example, /etc/ss* means all of the files inside the /etc directory which begin with the letters ss. The echo command demonstrates the substitution. The results may differ on your system, depending on what files you have.
The echo command did this because it thinks that you ran echo /etc/ssh /etc/ssl. The shell substituted those names for /etc/ss*. Though /etc/ssh/ssh_config exists on many systems, it appeared not above, because * never matches /.
Now here is something more useful. We will use substitution with a command other than "echo". We will combine filename expansion with the ls command.
Notice how the * saved typing. If we did ls /etc/s*, we would probably save much typing.
Here is an example of the ? character at work:
Sometimes, when using * or ?, no files are found. In this case, the shell does not give an error; it simply does no substitution. Suppose that in the machine on the example above, we make a mistake and typed /etc/sss* which matches nothing. Then the shell would do no substitution:
The curly brackets help when typing several similar arguments, especially filenames. The filenames do not need to actually exist. Example:
They are very useful for long lists of files in the same directories:
You can also use them to print the alphabet (or numbers):
We can connect standard input, output, and error of commands to other commands or to files.
You can run multiple commands at once, but only one can be in the foreground. The other commands can be in running at the background or suspended.
Create the shell script "date_loop.sh"
Make date_loop.sh executable:
Run the command in foreground:
Wait a while (about 30 seconds) then use CONTROL-Z to send SIGTSTP signal to the process:
Look at the last line of datefile:
Note, that while the process was runnable, it was suspended, thus new "times" were not appended to the file in the 10 second interval between respective tail commands.
Put the process into background:
The process is resumed and datefile is being updated again:
Note that you can type commands at the command prompt.
Put the process back into foreground:
Send a 'SIGINT to the process by typing "control-C". This terminates the process. We confirm that datefile is not being updated anymore:
Signals are software interrupts that notify processes that some condition or event has occurred. Examples of events that generate signals are:
A list of all the different signals can be displayed using
The kill command can also be used to send signals to other processes. Start a background process that sleeps for 1000 seconds:
Note that the process id will (most likely) be different when you run it. The command-line below sends the SIGKILL signal to process 14936 (in this case):
Upon receiving the SIGKILL signal the sleep process terminates.
Processes can respond to signals in three different ways:
The default action performed by a process when it receives a signal depends on the signal type. Most (like SIGKILL) cause the process to terminate. Others like SIGQUIT cause the process to terminate and generate a core dump:
Core files can be large so delete it:
Signals can be caught using the trap command. Create the following shell script in the file catch_signal.sh:
Run catch_signal.sh in background:
The signal was caught and instead of terminating (which is the default action for SIGINT) the message "GOTCHA!" was echoed to standard output.
Some signals however can't be caught, SIGKILL for example:
Run catch_signal.sh; in foreground:
Hit the interrupt key (control-C usually):
Now hit the quit key:
Commands run with nohup do not terminate when the user logs off.
Create the script in the file dont_hangup.sh and make it executable:
Run it in background preceded by the command nohup:
Check its running: id (12203 in this case):
Make a note of the parent process id (12203 in this case) of "dont_hangup" and the terminal device and log out of your session.
Log back in again. See that dont_hangup.sh is still running:
While "dont_hangup.sh" is still running, its parent process has changed. The process id of the parent is 1 (not 12203 as before) and it is no longer associated with a terminal device. Using nohup is equivalent to ignoring the SIGHUP, that is:
All Unix shells are similar, but they have different features. If you are beginning, and you are not aware of the differences between shells, then you probably want to start with a Bourne-compatible, POSIX-compatible shell such as bash or ksh.
These are the Bourne-compatible shells:
dash is a POSIX compliant shell that is much smaller than bash.
BSD introduced the C shell, which sometimes resembles slightly the C programming language. This shell is csh. The shell tcsh is csh with more features. These shells are NOT Bourne-compatible. Many of the features were later added to the Bourne-compatible shells (except old copies of sh). When these features work differently in C shell and Bourne-compatible shells, this guide will describe the Bourne-compatible shells.
If csh or tcsh is your default shell, you might benefit by using bash or ksh to get Bourne-compatibility and POSIX features. Some users still prefer the C shell.
There are alternative shells such as zsh, the Z shell. The Z shell boasts extra and unusual features that make it the prefered shell of many. (For example, it has a builtin ftp client!) Though the Z shell is almost Bourne-compatible, it differs in enough ways that its default behaivour is not Bourne-compatible, though zsh is capable of masquerading as a Bourne shell when so instructed. It can also emulate ksh.
If you do not like the shell that you are using, you might want to use a different shell such as ksh or bash. Shells are normal programs, and can be run easily. The SHELL environment variable will still contain the default shell. The exit command will return you to the first shell.
There are some important features in the Bourne-compatible shell. This guide does not describe them because the Wikibook for Bourne Shell Scripting already has several useful chapters:
Every program inherits "environment variables" from the program that started it. This means that each program has the same environment variables as the program that started it. The environment of a program can change, in which case other programs later started by that program also have a changed environment.
The environment variable called SHELL contains the name of the default shell. (You might be running some other shell, but the default shell is always in "SHELL".) The "SHELL" environment variable is set during login and inherited by the shell. When we started the "printenv" program, it inherited the entire environment, including "SHELL", and showed "SHELL" to us.
Using printenv with no arguments gives the entire environment:
See Environment Variables to learn about specific variables.
Each process has limits on the following.
Limits are inherited from the parent process. The normal way to set limits is to change the limits of some shell, and then start the program from that shell. Each shell provides a different way to set limits: Bourne shell uses the ulimit command while C shell uses limit.
The following is the list of available limits, given with their C shell name ("Bourne shell option"). We need the name ("option") to show or change the limit in the C ("Bourne") shell.
/tbody>
| TODO |
Scenario: A program crashes with a message about "resource temporarily unavailable" or "too many open files".
Raise the limits in the shell from which you start the program. For example, to allow 512 open files per process:
The shell's environment can be accessed through its parameters. There are three types of parameter:
Named parameters are known as environment variables. Some of these variables are initialised when the user logs in and which the shell uses to determines its behavior. The shell also maintains certain variables throughout the login session, some of which are defined by the shell and are given special meaning, while others can be user defined.
Positional parameters enable reference to arguments supplied to shell scripts. The shell communicates process information through special parameters. Special parameters can be accessed by the user, but unlike named and positional parameters, they can only be set by the shell itself.
Environment variables are named parameters. Variables are assigned using the command line statement in the form name=value. Variable names are alphanumeric strings, they can contain numeric characters or underscores but must begin with an alphabetic character. Four examples are presented below:
Note that Unix is case sensitive, so the variable "name" is not the same as "Name". A variable can be expanded (evaluated) by preceding the variable name with a $, for example:
Variables can be concatenated:
However, there can be problem with concatenating literals with variables, using variables for the day and month but hard-coding the year gives
The problem is that the shell cannot distinguish between the variable name month and the literal value 2006. It therefore tries to expand a variable with the variable name month2006, which is not set. This can be rectified by surrounding the variables names with braces { , for example:
Although the braces are not always necessary it is good practice to use them when evaluating variables.
Consider the following example, where the variable expansion phrase is enclosed in double quotes:
Variables enclosed in double quotes are still expanded by the shell. To prevent expansion, variables should be enclosed in single quotes. To display the string "echo $greeting" verbatim, use the statement:
The shell supports quite sophisticated parameter expansion. The construct name-literal expands to the value of the parameter if it is set, otherwise it expands to literal value. For example:
The variable OPSYS has not been assigned a value so the result of the command is to echo the string "unix" to the screen. If the variable is assigned a value:
If the variable is set to NULL, a blank link is displayed rather than the literal value:
However, we if use name:-literal, the variable evaluates to the literal rather then its NULL value:
Using the construct name=literal the parameter is assigned the value of the literal if it has not been set. Suppose that the variable DAY has not been previously set:
then the command line below will assign the string "tuesday" to the variable DAY and echo it to screen:
The variable DAY has now been set, so if the command line is repeated with a different literal value its value remains unchanged
If DAY is assigned a NULL value, the following parameter expansion result in a NULL value being returned:
An associated expansion construct is name-value, which only returns the literal if the parameter is unassigned, it returns the assigned value even if the value is NULL.
Using the expansion construct name:=literal the parameter is assigned the value of the literal if it has not been set. For example:
Also, the literal is assigned if the parameter is NULL, the expansion is therefore:
If the parameter is set to a non-NULL value then the literal is not assigned:
The expansion construct name=value' is similar to name:=value, however the literal is only assigned if the parameter was formerly unassigned. The literal is not assigned if the parameter value is NULL. Using the name:?messagestring construct, an error message can be displayed if parameter is, unset or NULL:
The error message is not displayed if the parameter is assigned a non-NULL value:
Likewise, there is an associated construct name?messagestring which returns the message string only if the parameter is unset. Parameters can be expanded to substrings of their value. The expansion constructs name%pattern and name%%pattern expand to the smallest and largest substrings to the right of the pattern respectively. For example, set the variable TIME:
The command line below displays only the hour value:
whereas the following the command line display the hours and minutes
The constructs name#pattern and name##pattern expand to the smallest and largest substring to the left of the pattern respectively. So the command line below expands to the seconds:
The minutes and seconds can be extracted with:
The length of a string can be evaluated with the #name construct. For example:
Variables can be one-dimensional arrays and are referenced in the form name[index]. Arrays can be assigned using the name=(value1 value2 … ) construct, so for example:
$(command) expands to the result of command on the command line. So DATE is assigned output of the command date, where each space separated string is assigned to an element in the array. So if we only want the year, then we expand the sixth element of the array:
We can change, say the time information with the assignment:
If we need to count the number or assigned array elements, then we use the expression:
Positional parameters provide a means of accessing arguments to shell scripts. They are referenced by the numbers 1,2,3,… etc, where the numbers reflect the order in which the arguments appeared on the command line (from left to right). They cannot be assigned in the same way as named parameters, that is you cannot do this: 1=hello. Positional parameters are assigned when a shell script is invoked with command line arguments. They can, however, be assigned with the set command:
This causes the space separated strings from the output of uname -rmv to be assigned to the positional parameters. The statement below shows the values of all positional parameters that were assigned:
And this statement gives the number of assigned positional parameters (equivalent to argc in C and C++):
If we specifically want the kernel version then we expand positional parameter 1:
Double digit positional parameters need to be enclosed in braces. So if we want the architecture of the machine, we cannot do this:
The expression above is expanded to positional parameter 1 followed by a literal 0. The correct way is:
Finally, positional parameter 0 is set to the name of the current process (equivalent to argv[0], which in this case should be the name of the shell command itself:
Special parameters can be accessed by the user but can only be assigned (directly) by the shell - typically in response to some event. We have already encountered the parameters * and # which are set when a command is invoked with arguments (or the set command is used).
The ? parameter expands to the return code of the process that last exited. If we enclose a command line statement in brackets it is executed in a subshell. The command line below forks a new shell and immediately issues exit. The argument following exit is the value of the subshell’s return code (255 in this case):
The return code of the child process can be accessed by the parent by the expansion of ?. If a process terminated normally then the return code is likely to be zero. If however, the process terminated due to some error condition, it is useful if process sets a non-zero return code so that the parent can determine the reason for the termination:
The process ID of the shell is stored in $. The ps command shows that the process ID of my shell is 10005, which is what is given by the expansion of $:
The ! parameter evaluates to the process ID of the last background process. To demonstrate, the statement below invokes the sleep command (which sleeps for 60 seconds) in the background:
The process ID of the background process is displayed on the screen (in this case 24835). Expansion of the ! parameter confirms this:
Processes do not inherit environment variables from their parent unless the variables are exported. The command line below displays the process ID of the current process followed by the value of greeting (which was assigned earlier):
If we start a new shell and issue the command again we see that greeting is not set in the child process:
Terminate the current shell process and return to the parent, then export greeting:
You can confirm that a variable has the export attribute set by typing:
Now start a new shell again and evaluate greeting:
The new shell has inherited the variable greeting and can evaluate it. A variable retains its export attribute (until the shell is terminated) even if it is reassigned, but it can be removed using the typeset command:
In Bash (and Kornshell, but not Bourne shell), a variable can be assigned and exported in one command line statement:
If the shell prompt is on a remote server, ssh is the most common way to access it. The server must be running the sshd server software to accept your connection. The SSH protocol encrypts your connecting to prevent spying and stealing of passwords. All that is required is that you trust the computer that you connect from and the server where your account is located.
To connect, open your SSH client, specify the name of the server and your username. Most servers use the default port 22, so specifying the port is not necessary. (Be careful with ports 1024 and higher because these are controlled by users, not the system administrator.)
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To connect to one Unix-like system from another, you can the ssh shell command. This command is often OpenSSH, a popular SSH implementation from OpenBSD. For example, Tux wants to connect to an account (username tux) on the computer "linux.example.edu":
If Tux has the same username on the local computer, then specifying the username is optional:
The first time you connected, you saw a message similar to the following:
If you are reasonably sure that you connected to the correct computer (an attacker on the Internet might steal your connection to learn passwords) then you can answer 'yes' and add linux.example.edu to the list of known hosts. Some SSH clients also allow you to say 'yes' to one session only.
When you say 'yes', you get a message such as: Warning: Permanently added 'linux.example.edu,1.2.3.4' (RSA) to the list of known hosts.
This means that your SSH client "knows" linux.example.edu. It will verify that future connections to "linux.example.edu" reach the same computer (or cluster). You will be alerted if an attacker steals your connection, but also if linux.example.edu changes its key. Thus, if you know that linux.example.edu changed its key and you recognize the key, then you can ignore the alert.
Most tasks on a Unix machine can be done in text mode, from the shell prompt.
However, once the text-mode ssh connection is working, many people feel more comfortable switching to a graphical interface.
A typical setup has a VNC viewer on the local end and a X11/VNC server on the remote end, and a ssh tunnel. (Any VNC viewer — including ssvnc, sshvnc, or a Java-enabled web browser — will work with any VNC server). The ssh software grabs all information that would normally flow through the VNC ports (ports 5900 through 5906 and ports 5800 through 5806) and funnels them through the ssh tunnel (by default, port 22).
Cron is an automated scheduler in UNIX/Linux Systems, which executes jobs (scripts) which are scheduled by system, root, or individual users. Information of schedules is contained within crontab file (which is different and individual for each user).
ps -e |grep cron : Displays status of cron daemon if running.
/usr/sbin/cron & : Starts users cron daemon.
CRON description : When you start cron daemon, it searches for crontab files, which are user named account names in /var/cron/tabs directory. Cron daemon wakes up every minute and checks for any jobs scheduled to be executed in crontab files. Every time cron daemon wakes up to check crontab files, it also checks /etc/crontab file for any modifications in time stamp of the file, which it keeps track and records. When you simply 'touch' /etc/crontab file, cron daemon will catch it and ultimately stop executing scheduled jobs in crontabs - this is how to stop cron daemon. In order to have cron daemon continue running scheduled jobs, you need to restart it (bounce it).
crontab -l : Displays cron schedule of a user running this command from. For root automated schedule (cron) login as root first, then add jobs to crontab file (crontab is per user specific configuration, which is executed by cron daemon).
crontab -l : Enter this command to display user crontab file schedule for a logged in user.
A line in crontab file (below) removes all files in /home/me/tmp directory, each day at 6:30 PM. (Use of wildcard * allowed)
The Introduction to Editors briefly introduces the reader to the common Unix text editors and provides links to more information.
Many readers will be familiar with text editors that have graphical user interfaces similar to Notepad from Windows, TextEdit (in unstyled text mode) from Mac OS X, GEdit from GNOME, or KEdit or KWrite from KDE. Other readers will only know about word processors, which are like text editors, but have additional features for applying style and layout to the text. Text editors only deal with sequences of text characters, all in the same font.
The approach of this chapter is to introduce the earliest Unix text editors and progress to the Notepad-style editors. The early editors lack many common features of editors.
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One who uses the command line, but knows not how to use a text editor, can still create text files using the cat tool and the shell redirection feature.
Suppose there is a want to change this file. In this example, "docmument" has an incorrect spelling; it should be document. Other wants could be revisions to this sentence and the addition of more sentences.
One can append to the file with cat >> newfile, but that leaves the first lines unmodified. One can replace it with cat > newfile again, but that requires retyping the entire file. (Users of graphical user interfaces such as X11 have an advantage: they can use the mouse to copy and paste the text before "docmument", type the correction, then copy and paste the remainder of the text.)
An interesting possibility is if there is a way to delete the extra "m" from "docmument", and to handle more complex tasks like inserting words and rearranging text.
One of the first editors that did this was ed, short for "edit". This has many features of Windows Notepad, but also lacks many. Observe what happens when one starts "ed". Here, "newfile" is the name of the text file to edit.
A number (here "139") appears. Then the program seems to stop, but no shell prompt appears. This is actually "ed" waiting for commands. On many computers, "ed" actually lacks a prompt.
The "139" indicates that "ed" read in 139 characters that are now ready for editing. We say that the file is open. To be more correct from the perspective of a C programmer, the file was opened and copied into a buffer. The buffer, not the file is open. This means that the disk or storage device will not be bothered until we save the file. Other text editors still follow this behavior, opening files, copying them into buffers, and requiring the user to save to write the file back to disk.
Notice that unlike many editors, "ed" has not yet shown the text of the file. We type a command ,p to do this.
The command, roughly translated, is that for every line in the file (","), "p"rint that line to standard output.
Now to do some actual editing, we use a command 2s/docmument/document.
For line "2", "s"ubstitute the first instance of "docmument" with "document". Here "ed" prints the changed line from the buffer.
We run two more commands, "w" to write the buffer back into newfile on disk, and "q" to quit "ed". If we forget "w", then our edit is lost.
We made only one minor change, but this already required four commands. Even worse, "ed" error messages are not useful when we mistype commands. Many Unix users never bother to learn "ed". For those readers with interest, this book has a chapter ed and sed (when someone writes that chapter).
At some point, Unix systems introduced video screens that allow Unix to draw anywhere on the screen. Someone decided that it would be good to create a "visual editor" that allows the user to move the cursor through the file (as it appears with "cat" or the ed "p" command) and make changes. The name of this program is vi, which is short for "VIsual editor". Thus, the namers of this program intended one to call it "vee eye", not "vee" nor "six".
Observe what happens when one starts "vi". First you type the command:
Then the screen clears and becomes like this:
The screen might look different if you have a different version of "vi". Your screen also probably has more than eight lines. However, all versions of "vi" have these two features:
On many computers, you can use the arrow keys to move the cursor. If that does not work, you can use the standard "vi" keys:
For example, one can press [l] for fifteen times to move the cursor from the "W" in "We" to the "p" in "promoting". (In fact, as a shortcut, vi lets one press [1] [5] [l] (one, five, ell). This gives the number "15" to the [l] command, which in this case means to repeat the command fifteen times.) So it is possible to move the cursor through the file, which was not possible with ed.
But what if we want to type the letter "l" instead of moving the cursor? Press , which is a command to switch the vi editor from command mode to insert mode. Then type something. Here, the user, with the cursor at "p" in "promoting", typed and then "nominally " (including one space):
Note that some copies of "vi", such as this one, by default never show at the screen whether the editor is in command or insert mode.
To exit insert mode, press [ESC] escape. To save and quit the editor, type [:] [w] [q] [RETURN] which inputs "wq" to the colon prompt.
To learn more about vi, read the Wikibook, Learning the vi editor.
In new generation of Linux and Unix operating systems, the more improved version of VI editor was released called vim (version 7 latest). VIM incorporates almost all the features of VI and more, including color coding screen, highlights, and spell check within the document.
The name 'awk' is derived from the names of the three people who originally developed it - Aho, Weinberger and Kernighan. It is a programming language which uses a pattern-action expression that transforms the input to the output. It processes the input (usually a file of data), searching each line for the given pattern. Any line that matches the given pattern has the action applied to it and this constitutes the output. A line that does not match is ignored.
Each input line is divided into fields by a separator character (default is space) and patterns can be matched to these fields as they are referenced in the usual Unix style - $1 being field 1, $2 being field 2 etc. $0 means the entire input line.
If no pattern is specified then all input lines are selected. If no action is specified, the default action is to print the entire line. Therefore if you just want to print a subset of the input, you just need to supply a pattern that will produce the desired results, Awk will print the input as found.
However, you can also specify which fields are to be output in the same way eg print $1.
A simple example:
awk '$1 ~ /A/ { print $2 " " $3 ' /etc/passwd
<tbody>
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awk programs consist of a sequence of one or more pattern-action statements:
awk scans input lines of data and performs actions on those lines that match any of the specified patterns.
For the purpose of this article we actually use the command nawk which an improved version of the original awk.
Here we call nawk from a shell script nawk1.sh:
There is no pattern, so every line fed into nawk is matched and the action is invoked. Which results in every line of the file being printed on the screen. Thus nawk1.sh behaves similar to cat.
To demonstrate, create the file numeric.dat with the contents:
Run nawk1.sh on numeric.dat (don't forget to make the script executable):
If the first field is equal to one then print the entire line
Results in:
If the second field is equal to "two" then print the entire line:
Results in:
If the first field is greater than 5 then print the third field
Results in
Print the input line if the pattern "ix" is matched in any field
Results in:
Print the input line if the pattern "ix" is matched in the third field:
Results in:
Print the input lines that do not contain the pattern "x"
Results in:
Print lines where the third field matches the pattern "x" OR the first field is less than or equal to 3.
Results in:
Print lines where the third field matches the pattern "vi" AND the second field begins with the letter "s".
Results in:
Print lines where the second field equals and "three" and where the third field equals "vii" and all subsequent lines in between:
Results in:
BEGIN is a special pattern which matches before the first input line. Similarly END matches after the last input line.
Results in
bc is an arbitrary-precision calculator language. The arbitrary-precision means that numbers can contain unlimited digits (limited by memory); most other languages limit numbers to eight bytes at most. For addition, subtraction, and multiplication, there is unlimited precision. Division stops after a certain number of decimal places (usually 0 or 20), so "bc" is often bad with very small numbers (like 10e-44).
"bc" is often called using the "-l" option, which loads the standard library (which mostly contains trig functions) and sets the number of decimal places for division to 20. (Doing trig with the default precision of 0 decimal places is not so useful.)
This is an example of a user starting bc, doing two calculations, and exitting with "quit". Note that pressing ^D (control-D) also exits.
tbody>
</tbody>
| | Some versions of "bc" limit function and variable names to one letter. The following example has long function and variable names and must be changed to work on these copies of "bc". The following example was tested with OpenBSD bc and has also been verified with Gnu bc version 1.06 patchlevel 2. |
/tbody>
| | Wikipedia has related information at |
This script implements Simpson's rule for integration. The function "integrate" approximates the definate integral from "a" to "b" using "n" parabola sections. The formula for "simpson" is taken from the Wikipedia article. This example integrates the sine function, but different functions can be used by replacing f.
Put this in a file, say "simpson", load it, and integrate f from 0 to pi (pi is "4*a(1)", 4 times arctangent of 1) with 100 intervals:
Now explain these features so users can understand the script.
Most user accounts have only limited access to Unix. For example, it is common that users cannot delete files of other users or parts of system. Users can typically install new software in their home directories, but not into system directories like /usr. To install such software, change permissions on system files, start servers on the reserved ports < 1024, or do any other tasks from which normal users are banned, one must become the superuser. The superuser has a username of root, user ID of zero, and is allowed to do anything regardless of system permissions - restrictions on user activity never apply to root.
NOTE: For Ubuntu and Kubuntu, see this.
<tbody>
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The oldest way to access the superuser account is to login as root, using the root password. For security reasons, and because many crackers on the net seem to know root's username, root logins are normally only permitted on local consoles. (Some systems allow root to login through ssh because that is the only way in. A good system administrator would disable root logins when they are no longer necessary, for example by uncommenting the "PermitRootLogin no" line in /etc/ssh/sshd_config on systems running OpenSSH.)
In general, it is bad to use root logins. One should require using su or sudo instead, so that a user must authenticate with a normal user account before becoming root. The only good reason to use a root login is during the initial setup of a Unix system, before another user account is created and "su" or "sudo" are tested. After this, root logins should be disabled on local consoles too.
Some installation programs let you create the first user account during installation. You never get a root password or make a root login, but the first user account can use sudo. Ubuntu Linux and Mac OS X are both distros which do this.
The su command allows anyone who knows the root password to get a root shell, and thus have all of the powers of root:
The acronym "su" means switch user. One can a user (su USERNAME) but by default it switches you to root.
If su is followed by a "-" (su -); shell-type, working directory, enviromental-variables and shell-aliases will be as if the user you switch too (root) had logged-in normally (at the "user"-prompt of a virtual-terminal).
Some systems require that you join the wheel group to have access to su. The requirement is that your username be listed in /etc/group on the line for group "wheel", group id zero. This requirement does not exist on some systems.
When one finishes with the root shell created by su, one should exit the root shell, so that it is not accidentally used later for normal user activity:
There is a very configurable command called sudo which several Unix-like distros include. This allows one to run individual commands as root. In most cases, running sudo prompts one for one's own user account password instead of a root password, so sudo is good for administrators that prefer not to memorize a separate root password, especially if they rarely use root.
The syntax to run a COMMAND as root is:
For example, we try to view the log for email sent through a Unix-like system:
Because the permission was denied, we use sudo to run the command as root:
On some systems, sudo must be configured before you can use it. This is a useful configuration line to put in /etc/sudoers. It might already be there, but commented out.
What does it mean? The first word, "%wheel" is the user allowed to use sudo for something. The percent sign indicates that all users in group "wheel" can do this. The first "ALL" means this is allowed on all computers. (That is useful if you copy the same sudoers file to several different Unix-like systems.) The "(ALL)" is the user for which the commands will have priveleges. We could say "(root)", but someone who can use root can use all other accounts anyway, so we just say "(ALL)". The last "ALL" indicates which commands are allowed.
Thus, the line provides that every user in group wheel can run any command as any user, including root. The only requirement is that the user enter a password: their own password, not root's password.
This line in /etc/sudoers disables two options.
The "insults" feature would give a random insult to any user entering an incorrect password. The "lecture" gives a message to a user that uses "sudo" for the first time (after each boot of the system). It is intended for systems where the administrator grants (possibly limited) sudo access to many users; if only administrators use sudo, then this option is not necessary.
The Microsoft Windows and Mac OS X platforms are so widespread that typically a Windows or Mac software vendor will provide a binary. In contrast, several packages for Unix-like systems are only available as sources. If they are available as binaries, they are usually only available for a few popular distros, or statically linked for a few popular kernels, and possibly for a different processor than what you run.
The best way to get many packages, especially free software packages, is to get them from your Unix-like system vendor. Vendors port the packages to their distros and build binary packages.
On rpm-based systems, to find out which package owns the command foo (where foo is a standalone executable), use the command:
To add a package on linux based system use
To remove package on linux based system user
rpm command has other options user man pages to find out more.
Here are some methods of Determining Hardware currently on the system:
/tbody>
| TODO |
The Determining Hardware module or this section of Wikibooks Guide to Unix Computing is a stub.
You can help by expanding it.
Run dmesg on a *BSD system to determine the kernel version, amount of memory, and whether this computer has an audio device.
This system has an OpenBSD 3.8 kernel, which matches the OpenBSD 3.8 operating system distribution. (Generally, the kernel on a *BSD matches some version of the system. In contrast, there are many combinations of Linux kernels and systems.)
The real memory is 262144K, but only 230824K is "avail", which probably means available. Divide by 1024 to convert to megabytes, using bc or some other method:
This computer has 256 MB of memory, but only 225 MB are "avail". Because we used bc, the answers are rounded down to integers.
This line from the dmesg output indicates the presence of an audio device:
We can go up the dmesg, learning that we have audio0 at snapper0 at macobio0 at pci1 at mpcpcibr1 at mainbus0. However, we are probably only interested in "audio0", which means that we have an audio device, and "snapper0" if we want to know the type of sound card providing this audio. On this computer, it should be possible to install programs that play sound and music.
A common feature in Unix-like filesystems is that all files appear in one file hierarchy. The filesystem storing the base of the hierarchy is referred to as the root filesystem. /, the directory containing all other directories, is itself is called the root directory. Other filesystems are mounted on directories under / which make these filesystems look like directories in the root filesystem. For example, a CD-ROM containing files might be mounted at /mnt/cdrom. In this example /mnt/cdrom is called a mountpoint. Access to devices is supplied by another filesystem mounted at /dev. Here files representing physical, and virtual devices can be accessed. Filesystems themselves are represented as files in /dev such as /dev/cdrom and can be mounted to directories in the root filesystem such as /mnt/cdrom. Each disk or storage medium may contain one or more filesystems, each of which contains files which can contain data. Some disks are also used for swap, which supplies a temporary storage space for data in memory, when memory is full. Though "swap" resides on a disk, it is not actually a filesystem.
<tbody>
</tbody>
| TODO |
/tbody>
| TODO |
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The choice of Unix-like system influences the choice of filesystem. There are two kinds of filesystems:
If the disk is not partitioned, it can be used for one filesystem, or entirely as swap space.
On *BSD, SCSI disks are called /dev/sd0c, /dev/sd1c, /dev/sd2c…
On *BSD, compact disks (CDs) are called /dev/cd0c, /dev/cd1c…
On Mac OS X, disks are called /dev/disk0, /dev/disk1, /dev/disk2…
NetBSD/OpenBSD disk images are /dev/svnd0c, /dev/svnd1c, /dev/svnd2c…
Partioning the disk allows for multiple filesystems and swap spaces.
In addition, *BSD has some extra rules:
The chapter Partitioning Disks describes the formats in more detail and how to edit the partition maps.
The commands one uses are:
Suppose /dev/hdb is a device (for example, a CD drive) and /mnt/cdrom is the place to mount. Then the mount command is:
There are more mount options so look for mount somewhere in Guide to UNIX/Commands.
The /etc/fstab file helps you mount.
Create an /etc/fstab entry for /dev/hdb.
Run this command
It is called umount, not unmount…
The user mounts are mounting and unmounting of filesystems by users other than the superuser. Unfortunately, the different Unix variants have different approaches to this task. (An alternative is to configure "sudo" to allow users to become root when mounting and unmounting.) Here are some ways that root can permit user mounts:
Normally, filesystems are mounted on empty directories. If the directory was not empty, its files are hidden until the filesystem is unmounted. The union mount allows these files to show through. Each existing file from the directory only shows if there is no file in the same place on the mounted filesystem. All new files are made on the mounted filesystem. Note that union mounts are strange and might not work well on your system.
Some operating systems provide a mount(8) option -o union for this. In this example, a non-partitioned SCSI disk sd0 will be mounted on /etc (which is not normally a mount point). Any existing /etc files that we have that are not also on sd0 will still be available.
A filesystem can be stored on a file on another filesystem. Such files are called disk images and they have several applications:
This guide only describes raw disk images, which contain only the filesystem. There are other formats (such as the Mac OS X NDIF format) but these must be converted or handled specially.
Normally, NetBSD and OpenBSD only allow mounting of filesystems stored on devices. Thus five steps are involved:
Associate the disk image with a svnd device.
Mount the svnd device.
Use the disk image.
Unmount the svnd device.
Disassociate the disk image from the device.
Association and dissociation are handled by the vnconfig(8) command. In this example, /the/disk/image will be associated with /dev/svnd0c. This particular disk image has a disklabel with a filesystem on partition 'a', which we mount on /mnt. If there was no disklabel, we would instead mount partition 'c'.
In FreeBSD 5, one uses mdconfig(8) with a vnode backed storage.
The mount(8) option -o loop can be used to mount disk images instead of devices.
Some Linux kernels can mount a cloop (compressed loop), which is a compressed disk image. Such an image must be mounted read-only. One first prepares the image and then compresses it how? Then one mounts it how? The Knoppix livecd uses a cloop to fit more programs to the CD.
Creating a new, empty disk image involves two steps before you mount it and start using it:
Use dd(1) to make a new file of zeros with the correct size.
Format the disk image with partitions and filesystems.
Here is an example. We use dd and an unlimited supply of zeros, /dev/zero, to create a 1440 kilobyte disk image (1440 blocks of 1024 bytes). Then we use mkfs.ext3(8) to create an unpartitioned ext3 filesystem. Note that mkfs.ext3 does no mounting, so it cares not if it formats a device or a disk image. (FIXME is this correct?)
The *BSD newfs(8) and newfs_msdos(8) utilities insist on formatting devices only. This is solved with vnconfig(8). If we wanted to partition the disk image, we would also have made a disklabel. One can ignore the imaginary disk geometry.
In fact, on *BSD it is a good idea to always have a disklabel, especially if when creating an ffs filesystem, so that the filesystem will be correctly listed in the label, and the letter will be different from 'c'.
Because OpenBSD has integrated crypto, one would expect that there is a way to have an encrypted filesystem. OpenBSD only provides Blowfish encryption for disk images. This is possible with the -k flag to vnconfig(8), used with -c.
In this example, we will mount the encrypted disk image called /secrets, which contains a single partion letter 'a':
Note that if you entered the wrong encryption key, vnconfig will still succeed. The mount will fail because the disklabel and filesystem header are not readable. In this case, you must vnconfig -u and then vnconfig -ck with the correct key. Make sure to use the correct key when initially formatting a new disk image.
To have an entire encrypted disk partition, create a normal unencrypted disk image, mount it, then fill the partition with one large file to serve as the disk image.
Some Linux kernel configurations let you use losetup to encrypt disk images. Think of lo(opback) setup, not of lose tup.
This chapter describes different types of partitioning maps and the programs used to adjust partitioning maps.
A partition map divides the disk into partitions. Each partition can be formatted separately. Partitions are normally used for filesystems, which hold computer files, or swap, which is used as additional (but slower) memory by operating systems. The chapter for Filesystems and Swap described how Unix-like systems use partitions.
The Unix-like system is often installed on the same disk as some other operating system. In that case, both the Unix-like kernel and the other system must understand the same kind of partioning map.
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This section might need corrections.
The original IBM PC defined a simple partition map format for MS-DOS. Enshrined in the BIOS implementation of PC-style computers, this partition map is used by DOS and Windows. It is also used by most Linux systems on PC-style hardware for BIOS compatibility, and because Linux is often installed on the same disks as DOS and Windows. To distinguish this older partitioning format from newer formats available for Windows, Microsoft now uses the term MBR partitioning – so-called because the partition table is contained within the master boot record (MBR) – to describe the MS-DOS format. Much literature refers to this partitioning format by the terms DOS and MS-DOS.
With the MBR partition map:
To manipulate fdisk partitions, look for a program called FDISK.EXE on DOS or fdisk on Linux.
Mac OS hard disks normally contain Apple partioning maps. These maps are created when Apple's Drive Setup program was used to format the disk. With these partition maps:
To manipulate Apple partitions, go to a shell prompt on Mac OS X or *BSD and use pdisk or diskutil. Most GNU/Linux systems now call that same program mac-fdisk for some reason.
Actually, partition types on Apple partition maps can be arbitrary strings, for example "OpenBSD". Some operating systems are still stuck with "Apple_UNIX_SVR2" though.
<tbody>
| Apple_partition_map | This partition contains the partition map. It exists so that no other partition overlaps the partition map. |
| Mac OS classic drivers | These tiny partitions would be after the partition map, but most disks now lack them. Mac OS 9 and earlier would load a device driver for the disk from these partitions. All other systems, including Mac OS X, do not use them. |
| Apple_HFS | This is an HFS+ or HFS partition. Mac OS mounts all partitions of this type (unless the HFS do-not-mount flag is set). This might also be an MS-DOS format partition; Mac OS can also mount those. |
| Apple_UFS | This is a UFS partition mounted by Mac OS X.
|
| OpenBSD | This is the OpenBSD slice. A disk must have zero or one of these. |
| Apple_Bootstrap | The BIOS (Open Firmware) can boot from this partition, but Mac OS will not mount it. This partition type is used by "ybin" to contain "yaboot", the Linux bootloader. It can also contain an OS-menu with Mac OS 9, Mac OS X, and GNU/Linux as possible entries. |
| Apple_UNIX_SVR2 | Nominally, it is an A/UX partition for Apple's port of SVR2 to the 68k Mac. However, Apple borrowed this partition type for their dualithic Linux for PowerPC Mac. Both Apple systems are obsolete, but now both Linux and NetBSD are using this partition type.
|
| Apple_Free | Map editors like pdisk create this "partition" whenever partitions are deleted. An "Apple_Free" partition is just unused space. There is usually one big "Apple_Free" partition.
|
On the example system, we use "pdisk" on OpenBSD to see the partition map. We run the "pdisk /dev/rwd0c" command on OpenBSD. On Mac OS X the command would be "pdisk /dev/disk0". Most Linux distros now give the name "mac-fdisk" to "pdisk", so the command would be "mac-fdisk /dev/hda". We use the pdisk command "p" to print the partition map and then "q" to quit.
tbody>
</tbody>
| | Wikipedia has related information at |
This section might need corrections.
The terms "slice" and "partition" are often defined as follows:
The BSD partition map is called a disklabel. In the following discussion, "partition map" refers to a non-BSD partition map which is not a disklabel.
BSD partitioning is special because on a disk with *BSD installed, 'a' must be root and 'b' if it exists must be swap. The disklabel indicates the locations, types, and letters of all partitions. Because of these special traits, BSD disklabels are confined to slices on any disks that are also used by non-BSD operating systems. This leads to three situations when a disk is used with BSD:
The disk has a partition map and a disklabel. The partition map is at the beginning of the disk (possibly after the MBR). One of the partitions is a BSD slice. The disklabel is at the beginning of the BSD slice. The *BSD system will use the disklabel while other systems use the partition map. A disk with OpenBSD/macppc installed uses this configuration.
The disk has a partition map but no disklabel. If the disk is used with *BSD, the BSD kernel generates a partition map, assigning letters to all recognized types of partitions. With Apple partition maps, OpenBSD/macppc only recognizes Apple_HFS partitions. NetBSD/macppc recognizes both Apple_HFS and NetBSD (Apple_UNIX_SVR2) partitions, so NetBSD/macppc installations do not need a disklabel.
The disk has only a disklabel. The disklabel is at the beginning of the disk, possibly after the MBR, and the entire disk is reserved to *BSD. Only *BSD can use this disk.
To make room for a disklabel, all UFS/FFS partitions leave the first bytes unused. Thus you can put a root UFS/FFS partition directly at the beginning of the disk (except the MBR) and still have room for a disklabel.
All UFS/FFS partitions must be listed in a disklabel to be useful. Mac OS X will put an Apple-specific disklabel on all Apple_UFS partitions because those are not listed in a BSD disklabel.
The *BSD distros have different approaches for using non-BSD partitions, or having *BSD and a non-*BSD operating system on the same disk.
This copies the audio from a CD track to a file. With some drives (one without analog connections to the sound card) this is the only way to correctly play a file.
First you should have read-and-write permission to the CD device. (You could become root to rip the CD, but then you would have to "chown" the file back to you.)
First look at your CD devices nodes. On *BSD, they are at /dev/cd* and /dev/rcd*. If they look like this:
Here, root needs to grant read and write permission to the user. We decide to add the users to group "wheel". Once they are in, we change the group of the devices and grant read and write permission to the group:
We must insert a CD before ripping the track.
Here, for example, we rip track 2 and store it in song.wav. Our ".wav" suffix is because that is the default format of cdparanoia. With a CD in:
Many systems provide an eject command.
Scenario: put the contents of a directory called backup to CD.
Here we do the actual burn (and eject) as root. The user needs to have "sudo" access, but not any special access to the CD device node.
Create a disk image of the CD. We will call it burn.iso.
Mount it to check for validity. (NetBSD/OpenBSD)
The filesystem is good though file is misleading:
Insert a blank disk.
This is a test burn to demonstrate cdrecord -v.
An actual burn:
We should eject the finished disk now. The OS or drive might not know that the disk now has a filesystem on it.
If we reinsert the disk then we can mount/unmount it:
One of the beauties of UNIX/Linux are pipes. Pipes are used for redirecting STDOUT (standard out) to STDIN (standard in).
command1 standard output is redirected as standard input to command2.
Real Networking Interfaces are the actual physical network connections on a computer. For example, an Ethernet wire or wireless card is a real networking interface.
If an interface is only a tunnel through another interface, then it is a Guide to Unix/Explanations/Fake Networking Interface.
Normally, there is somewhere in the Boot Process that configures network connections. Use the ifconfig command as root, though some Unix variants have a different command. A common configuration is to do DHCP with dhclient or pump command.
It is also possible to route packets between interfaces. This requires configuring the interfaces correctly and making a routing table. A firewall is a good idea.
The system uses the loopback interface "lo0" to talk to itself. Most systems automatically configure it at boot. Talking-to-oneself is useful for testing servers, and also for any situation where the server and client are on the same computer. (For example, some computer games have a one-player mode where server and client are on the same computer. These games use the "network", but because there is only one computer, they use the loopback interface.)
Use the ifconfig command to check the status of the interface. It probably looks something like:
The IPv4 address of your computer is "127.0.0.1". This is in addition to any address that it has on an actual network. In fact, every computer calls itself "127.0.0.1", so it is impossible to use this address to communicate between computers. (Some jokes involve a person who is given "127.0.0.1" as an attack target and proceeds to destroy their own computer.)
If your system is running an IPv6 stack, then your IPv6 loopback address is "::1". The computer should be able to use IPv6 to communicate with itself, even if it has no connection to an actual IPv6 network.
You probably have no problem pinging the interface with ping or ping6. We use "ping -c3" and "ping6 -c3" to ping 3 times; otherwise it would ping every second until you interrupted with ^C (CTRL+C).
If you want to use a fake network interface, you often must create it with "ifconfig create".
Some interfaces that you might be able to create: bridge, carp, gif, gre, lo, ppp, pppoe, sl, trunk, tun, vlan.
A software Firewall is a filter of network traffic, in the form of Packets. Each packet contains information such as senders' IP, receivers' IP. Firewall rules are criteria, which are set based on the information of the packet.
There are two types of firewall, based different logic conditions. Exclusive firewall allows all traffic except for the traffic matching the ruleset. Inclusive firewall denies all traffic except for the traffic matching the ruleset.
Note: Firewalls are known as "packet filter". Other related concepts are "packet shaper". It controls bandwidth based on rulesets.
google is your friend. The Internet has a a lot of example and command samples to perform tasks all you have to do is run a search. This is often the only approach because the built in help really requires you to know the command name to start with which is not very useful.
You should never be shy of asking for help from knowledgable people around you. They often will give you a quick answer that you have to research or tune to get the complete answer however it will give you a starting point for the following commands to be truly useful.
There are some other Wikibooks that one might find useful.
Many Unix-like systems feature free software, and some are entirely made of it:
Wikibooks for the graphical user interface and the GNOME and KDE desktops:
Programming Wikibooks and Modules
www.collegetojob.com Useful website for graduates came out the college and looking for a job on C and Unix Programming.
This is my own summary of useful Linux abbreviations, directories, files, and commands. I use my own annotations to recall useful options and arguments that are not necessarily documented in easy-to-find places. I quite often call up this file when I can't remember the syntax of a command that I use often (but not often enough to remember the syntax!). I also editorialize on the relative usefulness of different types of programs.
This document is work in progress. Send suggested changes and corrections to ambler.steven@uqam.ca
O'Reilly has just published online an alphabetical list of commands from Linux in a Nutshell. It is available here. It contains more detailed explanations of many of the commands listed here.
Some of these are specific to the bash shell. I have not experimented enough with other shells to know which are common to all shells. See also the ``Bash Reference Card'', SSC (2000), available online.
These are programs or processes which are run at boot time. Some remain in memory to execute various tasks when required (daemons). Most are started and stopped with scripts in the /etc/rc.d/init.d directory (see above). The exact contents of this directory will depend on which packages from a particular distribution are installed. For example, installing the Apache package will cause an httpd script to be placed in /etc/rc.d/init.d.
There are man pages on most of these. The Red Hat program tksysv (ntsysv is the non graphical version) allows root to automatically configure which of these are started automatically at boot time. The linuxconf program does the same thing, although I haven't tried it. The utility chkconfig is also designed to query and configure runtime services for different runlevels. The www.mandrakeuser.org site has a good page on common services/daemons, especially those included in recent versions of the Mandrake distribution.
A good source of information on daemons and services is the ``Linux Devices, Daemons, Services'' chapter of the CTDP (2000a) document.
The Linux distributions I know come with sendmail, except for Mandrake, which as of version 7.1 uses Postfix as its default MTA. There are several competing programs available. Even the simplest don't seem to be that easy to configure.
Use the following to have fetchmail loaded as a daemon that will download mail at regular intervals:
The interval is specified in seconds. Fetchmail will poll all of the pop servers listed in /.fetchmailrc.
The problem comes from the fact that, as a user on a local network, I don't have my own domain name. I want return mail to be routed to UQAM's mail server and I want the server to handle all my mail for me, even mail to other UQAM users. If I send mail to UQAM users using their normalized usernames, the net does not know who or where they are. I have managed to get a configuration that works by writing a sendmail.mc file and processing it with the m4 macro interpreter, following the Address-Rewriting mini-HOWTO. I now have something that works, but which mysteriously complains about ``dangerous write permissions'' every time the system boots up.
Pine can be used to download mail from one or more POP3 mail servers. See Tip of the Week (http://tipoftheweek.darkelf.net) for the fourth week of February 1999. First, set up multiple configuration files (pine -p localmail, pine -p popserver 1, pine -p popserver 2, etc.). Then, to configure Pine to use a POP3 server, use the Setup Config command. Set something like this in the inbox-path:
When Pine is restarted, it should ask for your password, connect to the remote server, and use it is if it were accessing local mail. The article is unclear on whether there is the option of leaving copies of the downloaded mail on the server.
Computer Technology Documentation Project (CTDP) (2000a), ``How Linux Works'', http://www.comptechdoc.org/os/linux/howlinuxworks/
Computer Technology Documentation Project (CTDP) (2000b), ``Linux Files and Command Reference'', http://www.comptechdoc.org/os/linux/commands/
Klimas, Piotr et. al. (1999), ``Linux Newbie Administrator Guide'', http://linux-newbie.sunsite.dk/
Siever, Ellen, Stephen Spainhour, Jessica P. Hekman, and Stephen Figgins (2000), Linux in a Nutshell. third edition, O'Reilly
Sobell, Mark G. (1998), A Practical Guide to Linux. Addison-Wesley
Welsh, Matt, Matthias Kalle Dalheimer and Lar Kaufman (1999), Running Linux. third edition, O'Reilly and Associates
man displays the manual page for the specified command
A useful option is:
This searches manual page titles and synopsis lines for TEXT
Examples:
To display the manual page for the chown command:
man has different sections.
A section number can be specified before the page name. For example, man chmod normally shows the user command "chmod". To see the system call "chmod":
To search the man pages for "newsgroups",
info is an advanced man command that is sometimes available. It displays the improved manual pages in Info format for specified command.
Examples:
To display the manual page for the grep command:
To find occurrence of 'grep' in all info manual pages:
/tbody>
| | Some copies of info lack the "-w" option. |
To see the physical location of 'grep' info manual page:
To view a file a info page:
apropos searches the manual page short descriptions for a specified keyword
On many systems this is exactly the same as the -k option of the man command.
Examples:
whatis displays short man page descriptions. Unlike
Examples:
makewhatis creates the database for the whatis, appropos, and man -k commands. This is commonly run automatically by your system however sometimes you need to run this manually.
Examples:
tbody>
| ls |
|
|
ls is a utility for listing the files in a directory.
Most used options are:
Other options include:
Examples
Several systems have an alias ll which does the same as ls -l:
Be careful with the -F option. Here is one example:
We do not know yet if there is a symbolic link "X" and an executable "Xmark" or if "X@" and "Xmark*" are just the names of normal files. (Though "@" and "*" are not much found in filenames, they are possible.) So we check by dropping the -F:
mkdir is a utility for creating a directory.
Examples
The -p option also makes parent-directories as needed. Instead of:
you can just do:
tbody>
| cd |
|
cd changes the current directory of the shell. This current directory will be used by other programs launched from the shell.
Because "cd" changes the state of the shell, it is a shell built-in command. It contrast, most commands are separate programs which the shell starts.
Examples
Change to 'foobar' directory:
Change to your home directory, cd command used without an option will drop you back into your home directory.
~ (tilde) stores the path to your home directory, this command has same effect as the previous one.
Change to parent directory:
Change to the previous directory:
Tips:
<tbody>
</tbody>
| | The "CDPATH" might only work in some shells. For example, ksh has it. |
By setting "CDPATH" environment variable in your shell you can take advantage of shell command completion facility.
If you have the $CDPATH set, then you press 'TAB' key and get possible path completions
tbody>
| pwd |
|
|
pwd (for Print Working Directory) shows the current directory that you are in.
Though "pwd" is often available as an external program (like /bin/pwd), many shells offer an equivalent version as a shell builtin command. Like any external command, "pwd" would inherit the current directory from the shell or other program that starts it.
Examples
You can change the directory, you can also
You can also use "pwd" in scripts. If you have enough experience with scripting, then you would know that the next line complains if the current directory is /home/username.
tbody>
| chroot |
|
|
chroot changes the root filesystem. The "chroot" page at the Linux questions wiki explains why you might want to do this.
Examples
To change the root filesystem so /mnt/usbdrive/ becomes / and files outside of it cannot be seen:
You must be root user to "chroot". Other users would be able to use "chroot" to gain root (superuser) priveleges, so their use of "chroot" is disallowed.
cp copies a file
Most used options are:
Examples
The File System Utilities module or this section of Wikibooks Guide to Unix Computing is a stub.
You can help by expanding it.
mv move and/or rename files
Examples
The File System Utilities module or this section of Wikibooks Guide to Unix Computing is a stub.
You can help by expanding it.
tbody>
| rm |
|
|
rm deletes a file from the filesystem, like the "del" command in DOS.
The GNU long options (like —directory) are available on Linux, but not most other systems.
Some useful options are:
Examples:
The usage of "rm" is considered potentially more dangerous than equivalents in other operating systems because of the way the shell parses wildcards and names of special directories and in its non-verbose actions.
Here is a classic example. Instead of deleting files that end with .o ("*.o") it deletes all files in the directory ("*") and also a file called .o. There is an unwanted space between the asterisk and the period.
To remove a file whose name starts with a `-', for example `-foo', use one of these commands:
It might be useful to create an alias such as "remove" which moves the files to a local "trash" file so you can go there and recover files you accidentally "remove"d.
Secure deletion of files:
Note that if you use rm to remove a file, it is usually possible to recover the contents of that file since rm does not remove it from the hard disk. It simply removes the filesystems link to it.
On *BSD systems, the -P option overwrites the data with the file before removing it.
However, as the NetBSD manual page explains it:
Recent research indicates that as many as 35 overwrite passes with carefully chosen data patterns may be necessary to actually prevent recovery of data from a magnetic disk. Thus the -P option is likely both insufficient for its design purpose and far too costly for default operation.
So while examining the data (using fsdb or making a disk image) will not reveal the secret data, other methods (such as laboratory examination of the disk) will reveal the data. In short, rm -P does not delete data securely. A program that attempts to delete data securely is GNU shred, available on Linux. But "shred" is not always successful in secure deletion; read its entry below.
rmdir is a utility for deleting empty directories.
Examples
If the directory is not empty, the correct way to remove the directory and all its contents recursively is to use
tbody>
| shred |
|
|
shred overwrites a file multiple times with special data patterns to make the old contents of the file unrecoverable from a disk, especially a hard disk. This command is part of GNU coreutils, so it is often only available on Linux systems.
Note that this actually is ineffective on most filesystems because they can keep old copies of data. Most popular Linux filesystems (including ext3) keep such copies through journaling. However, "shred" is very useful for destroying the data on entire partitions or disks.
Some useful options are:
Examples: Remove and completely destroy secretfile from a filesystem that overwrites data in place and does not use journaling (for example, the UFS filesystem of *BSD). For the last step, after the data is destroyed, the "-u" option unlinks the file from the filesystem.
Note that if secretfile has multiple hard links (with ln for example), it will continue to exist with those other names, but will contain only random data.
touch lets you change the date on a file. Can also be used to create a blank file.
Examples
This will change the access date and time of filename to the current time. If filename doesn't exist it will create a blank file.
df reports the amount of free disk space available on each partition.
Reports disk usage in human readable format with block-sizes in Kilo,Mega,Gigabytes.
ln creates links between files.
Symbolic links are special files that contain the absolute or relative path to a separate file. References to the symbolic link are "forwarded" to the file it (the symbolic link) points to. The file to which the reference is forwarded is not "aware" of the link; if the file pointed to is moved or deleted, the link will just point to nothing (no warnings are given, nor are any attempts made to "refresh" the link to the file's new location).
In Unix all information about files - owner, group, permissions, size, number of links, location on disk - are stored in the inode (with the notable exception of the filename). The filename is stored in directories, where inode-numbers (the way the OS refers to files) are paired with filenames (text-strings; the way the user refers to files). The "number of links" entry in the inode, keeps track of how many times the inode-number has thus been paired with a name in some directory.
When creating a (hard) link with ln, the "source" file is only used to determent the inode-number. A new inode-number-to-filename entry is then made in some directory using that inode-number, and the "number of links" counter is incremented. It's important that this (unlike a symbolc link) is the same file in every way… it's just that the file can be accessed by different names and/or from different locations. Moving or deleting the "original" source-file has no effect on the other links. Deleting one of the file's links, only removes it's entry from that directory… it's first when the last link in any directory is removed, that the file is actually deleted from the disk.
Hard links can not (unlike symbolic links) be used to refer to a file on another filesystem, nor can hard links usually be used to link to a directory.
Examples:
To make a soft (symbolic) link "hello" to the file "/home/alice/code/bin/world":
To make a (hard) link from the file "foo" to the file "bar":
The 1st number of ls -l's listing, shows the number of (hard) links a file have - in other words, the number of times it's been entered into some directory.
tbody>
| chown |
|
|
chown changes the owner and group of files. Normally, only root is allowed to do this, but if a user owns a file, then that user can change the group, but only to groups containing that user. On old systems, the ability of users to give files to other users caused abuses, so most systems prohibit non-root users from changing the owner of files.
Some useful options are:
Examples:
Root changes the ownership of "/etc/passwd" and "/etc/shadow" to user root, group wheel:
The same, but only changing the owner:
The same, but only changing the group:
Root gives every file in "/etc/ssh", including files in subdirectories, to user root, group wheel:
The same, but excluding files in directories (and the invisible files "/etc/ssh/.*" will also be missed):
User "tux" changes the directory "/usr/local/src/xc" from group "tux" to group "wheel". Tux is a member of both groups.
tbody>
| chmod |
|
|
chmod changes permissions of files. One must be familiar with Unix file permissions to understand this command. There are three permissions: read ("r"), write ("w"), and execute ("x"). There are three sets of permissions: for the owning user of the file ("u"), for the group of the file ("g"), and for other users ("o").
For a file, "execute" means to run it as a program. For a directory, "execute" permission is required to use anything in that directory tree, so doing anything with "/usr/share/doc/README" requires execute permissions on all of "/", "/usr", "/usr/share", and "/usr/share/doc".
If you are interested in more advanced topics like the set-uid, set-gid, sticky bits and octal numbers, try reading the FreeBSD manual page at http://www.FreeBSD.org/cgi/man.cgi (type "chmod" in the form and submit).
A useful option is:
Examples:
We wrote a shell script called "configure". We make it executable ("+x") and then execute it as a command. Usually, "+x" is the same as "u+x" or "ug+x", depending on the status of the file mode creation mask.
Allow the owning user to run "configure":
Deny the group and other users from running "configure":
For all users except the owner ("gw"), disable all access to "~/mail" and "~/private" ("-rwx"). This way, the contents are private and only their owner (or root) can access them.
Note that in the previous example, "-R" was not specified. By disabling the execute bit ("-x"), all files inside ~/{mail,private are protected even if their group and other read bits are enabled. Thus, simply moving some file from inside ~/{mail,private to some public place like /tmp can make the files available to other users again.
The "root" user wants to set up /usr/local/src so that all users in group "wsrc" (including "tux") can create files there. Root will continue to own the directory. This is done by changing the group of /usr/local/src to "wsrc" and then by granting to the group ("g") the read, write, and execute permissions ("+rwx").
All Unix-like systems should allow all users to create temporary files in "/tmp" and "/var/tmp". Thus root gives everyone ("a", short for "ugo") all permissions ("+rwx") on the files.
The problem with the above is that because all users have write access to /tmp and /var/tmp, every user can delete and rename files, even ones not created by them. For example, "tux" could create "/tmp/socket.3908" and another user could delete it or rename it to "/tmp/garbage", thus annoying Tux. To keep temporary files safe, we use the sticky bit called "t". This limits the deletion and renaming of files in /tmp to root, the owner of /tmp (also root), and the owner of the file (Tux for "/tmp/socket.3908"). It does the same for /var/tmp. So what we should do is:
find searches a given path for a file or folder. The syntax is: find [path… ] [expression… ]
Examples: On some of the latest Unix-like OS's, the -print option is a default and can be omitted. The following command searches for the file 'grub.conf' starting at the root ('/') directory.
If you are not the administrator of the computer, you get error messages for all the directories you are not allowed to read. In this case do it like this for a bash shell:
Or like this for a csh/tcsh:
If you want to ignore the case of the characters, you can use -iname. The following will find files with extensions txt, TXT, Txt, and so on:
The following command will search for all directories named 'local'.
The above example combined two tests - filename (-name) and filetype (-type) - and returned files satisfying both (logical AND).
It's also possible to specify two or more tests, and return files satisfying any of them, with the -o (logical OR) directive. The tests to be ORed must be grouped together between (… ) (which must be escaped with \ as parentheses are special to the shell). The following return files with the extensions txt or doc, as well as any file larger than 5MB (megabyte) in size.
Where the last file satisfied two tests.
Note: Each directive must be complete, tests cannot be omitted. E.g. -name '*.txt' -o '*.doc' (omitting the 2nd -name) is not valid.
Tips: Using 'exec' option executes certain commands for each file found by find:
Using 'ok' has same effect but it will prompt for every file:
/tbody>
| | When using "-exec" or "-ok", a semicolon must be used to indicate the end of the arguments (to "rm" in the example). Because semicolon is special to the shell, it must be quoted. The above examples quote the semicolon with a backslash. |
whereis searches the normal executable and man page locations for a specified file.
Examples:
which searches the locations in your PATH variable for a specified file. If you know a program is in your path (i.e you can run it) this is faster than whereis.
locate finds all filenames that match the specified query.
Examples:
locate however, is a GNU software and the command is not a standard in traditional UNIX systems like Solaris. The locate command comes standard with Linux based systems.
Note that locate use a database of already collected filenames, that is typically updated once every 24 hours. As such, using locate will not correctly show newly created or deleted files/directories.
cat displays the contents of a file to screen. It can also display multiple files concatenated together, and using the shell, its standard output can be redirected from the screen to the file.
Some useful options are:
Examples
Concatenating multiple files (in this example, the same file twice):
Concatenate the files, but use the shell to redirect the result to a new file.
We can concatenate binary files, too. Some programs limit downloads to 2 GB; this is bad for larger files like some DVD images. Suppose a web site helpfully divides the file "sodalinux.dvd" into three parts, 2 GB or less, for downloading and later concatentation. We combine the files, and use the > shell redirection output to put the DVD image in a file:
If we want to type less, then most shells also allow this:
The -v option is useful for viewing control characters embedded mostly in text. In this example, the file "/usr/share/man/cat1/pax.0" is mostly text but contains control characters which the pagers "less" and "more" use to make text bold. Using cat -v we can see the control characters. Here are the first four lines:
Using "cat" with no arguments makes it copy standard input to standard output. Combined with shell redirection, this makes it easy to write a very short text file. All one needs to know is to press Control-D (^D) to indicate end of input, finish the file, and return to the shell. Here is how to write "example.txt":
If you put "cat" with no arguments in a pipe, it only copies standard input to standard output. This might seem useless. For example, the following two pipes have the same function:
However, "cat" can be used as insulation to make programs think that they are not running on terminals. In the next example, GNU bc does not print its copyright message on startup. We enter one calculation ("3 + 9") and then quit (^D):
tac (cat spelled backwards) works like cat, but reverse the order of the lines (last line is written out first). When multiple files are given, they are printed out in the order they appear.
more paginates output. The problem with "cat" is that if a file is too long, then it falls beyond the top of the screen. The job of "more" is to stop and wait when it fills the screen. Most users find it easier to use "less", but on some systems "more" has all of the features of "less".
Keys:
Examples: The pager will act like "cat" if the file is short enough.
less paginates output. The program is called "less" because of the joke that "less is more", "less" actually has several features which "more" lacks.
Keys:
Number arguments:
Examples:
Read some file:
Pipe "dmesg" into "less" so that the dmesg does not scroll off the screen:
od is a utility that lets you view binary files.
Examples:
View a file in octal format:
View a file in hex format:
View a file in character format:
head displays 10 lines from the head (top) of a given file
Examples:
Display the top two lines:
tail displays last 10 lines of the file
Examples:
Display the bottom two lines:
Tips: The -f option displays the tail, then waits for and displays any new options to the file. This is normally used to watch log files. (The next example has only three lines from tail, but the 80-column terminal was too narrow, so the lines were broken into five lines.)
Nano is a clone of Pico. Pico (text editor) is an easy-to-learn text editor originally designed for composing e-mail in Pine.
A light-weight, feature-reduced clone of emacs.
A powerful editor based on ex. For details see the Wikibooks Learning the vi editor.
A very powerful editor that is used by many programers.
gzip compresses files. Each single file is compressed into a single file. The compressed file consists of a GNU zip header and deflated data.
If given a file as an argument, gzip compresses the file, adds a ".gz" suffix, and deletes the original file. With no arguments, gzip compresses the standard input and writes the compressed file to standard output.
Some useful options are:
Examples:
Compress the file named README. Creates README.gz and deletes README.
Compress the file called README. The standard output (which is the compressed file) is redirected by the shell to gzips/README.gz. Keeps README.
Use gzip without arguments to compress README.
gunzip uncompresses a file that was compressed with "gzip" or "compress". It tries to handle both the GNU zip format of gzip and the older Unix compress format. It does this by recognizing the extension (".gz" or ".Z" or several others) of a file.
Some useful options are:
Undo the effect of gzip README.gz by replacing the compressed version of the file with the original, uncompressed version. Creates README and deletes README.gz.
Write the uncompressed contents of README.gz to standard output. Pipe it into a pager for easy reading of a compressed file.
Another way to do that is:
Some people name files package.tgz as short for package.tar.gz.
zcat is same thing as uncompress -c, though on many systems it is actually same as "gzcat" and gunzip -c.
gzcat is same as gunzip -c which is gzip -dc.
tar archives without compression.
An archive contains one or more files or directories. (If archiving multiple files, it might be better to put them in one directory, so extracting will put the files into their own directory.)
<tbody>
</tbody>
| | Options to tar are confusing. Specify a mode every time. |
Modes:
Options:
Examples:
Compress (gzip) and package (tar) the directory myfiles to create myfiles.tar.gz:
Uncompress (gzip) and unpack compressed package, extracting contents from myfiles:
There are two different conventions concerning gzipped tarballs. One often encounters .tar.gz. The other popular choice is .tgz. Slackware packages use the latter convention.
If you have access to a tape device or other backup medium, then you can use it instead of an archive file. If the material to be archived exceeds the capacity of the backup medium, the program will prompt the user to insert a new tape or diskette.
Use the following command to back up the myfiles directory to floppies:
Restore that backup with:
You can also specify standard input or output -f - instead of an archive file or device. It is possible to use copy between directories by piping two "tar" commands together. For example, suppose we have two directories, from-stuff and to-stuff
As described in Running Linux, one can mirror everything from from-stuff to to-stuff this way:
Reference: Welsh, Matt, Matthias Kalle Dalheimer and Lar Kaufman (1999), Running Linux. Third edition, O'Reilly and Associates.
cpio is used for creating archives. When creating an archive, a list of files is fed to it's standard-input (rather than specifying the files on the commandline). This file-list is typically created by ls, find or locate and then piped directly to cpio; but it can also first be filtered/edited with commands like *grep, sed, sort and others. A (pre-edited) list stored as a file can also be used, by using cat to feed the pipeline or simply by redirecting the shell's standard-input (<).
cpio works in one of three modes:
In addition comes:
Adding the verbose-option (-v) in Copy-In, Copy-Out and Pass-Through mode, will cause cpio to list the files as they're extracted/archived/copied.
Using ls to create an archive (verbosely) with all doc-files in the current directory:
Using find to create an archive with all txt-files in and below the current directory:
Using find and fgrep to create an archive of just the txt-files containing the word wiki (any case):
For fgrep the option -i means "ignore case", and the option -l cause it to just list the filenames of files matching the pattern.
Using an existing list of files:
Using several list of files, but first after sort-ing and uniq-ing them:
To add more files, use the append-option (-A). Specify the file with the file-option (-F):
To extract files (being verbose):
cpio doesn't create directories by default, so use the option -d to make it.
To extract files, while creating directories as needed:
To list the content of an archive, short listing:
To list the content of an archive, long listing:
pax is like "tar" but with different command-line syntax. Because "pax" does not assume the tape device, some prefer it to "tar".
<div style="background: lightyellow none repeat scroll 0% 0%;" class="plainlinks noprint">
The File Compression module or this section of Wikibooks Guide to Unix Computing is a stub.
You can help by expanding it.
bzip2 and bunzip2 are similar to "gzip"/"gunzip" but with a different compression method. Compression is generally better but slower than "gzip". Decompression is somewhat fast.
An option of -1 through -9 can be used to specify how good bzip2 should compress. The number tells how large "chunks" in steps of 100kB should compress at a time, so using bzip2 -5 foo.bar will compress foo.bar in chunks of 500kB each. Generally, larger chunks means better compression (but probably slower). Only undamged "chunks" can be recoverd with bzip2recover from a damaged bzip2-file, so if you've compressed 900kB chunks, you'll loose 900kB of your file if one chunk is damaged - but only 100kB if you used 100kB chunks (bzip2 -1). By default bzip2 uses 900kB chunks for best possible compression.
bzcat is same as bunzip2 -c which is bzip2 -dc.
<div style="background: lightyellow none repeat scroll 0% 0%;" class="plainlinks noprint">
The File Compression module or this section of Wikibooks Guide to Unix Computing is a stub.
You can help by expanding it.
zip is an archive which compresses the members individually. (Imagine gzip of every file before tar-ing them, but with a different format.) The "zip" format is a common archiving file format used on Microsoft Windows PCs.
Like for gzip the quality of the compression can be specified by giving a number between 1 and 9 as an option (e.g. zip -5). 1 is quickest, but gives a low-quality compression. 9 gives the highest quality of compression, but is slow. In addition 0 can be used (i.e. zip -0) to specify that the files should just be "stored" and not compressed (a compression of 0%), thus making it possible to use zip to make uncompressed archives.
Note that a zip-archive contains individualy compressed files collected into a single file. This is the oposite of how it's done for most other compressed Unix-archives (e.g. tar.gz and tar.bz2), where the files/directories are first collected into a single file — an archive (e.g. cpio or tar), and then this single file is compressed (e.g. using gzip or bzip2).
<div style="background: lightyellow none repeat scroll 0% 0%;" class="plainlinks noprint">
The File Compression module or this section of Wikibooks Guide to Unix Computing is a stub.
You can help by expanding it.
compress is a compressed file format that is popular on UNIX systems. Files compressed with compress will have a ".Z" extension appended to its name.
file displays the file type. To get the mimetype, use the -i option.
Examples
wc tells you the number of lines, words and characters in a file.
Examples:
cksum gives you the CRC checksum of some files.
Checksums can be used to protect against accidental modifications to files: if the checksum has not changed, then the file is probably undamaged. The default CRC checksum is not cryptographic.
Cryptographic checksums are those checksums which protect against both accidental modifications and malicious modifications. Use these to verify that there is no trojan inserted into your file. The "md5" algorithm is beginning to show weaknesses against attacks, so "sha1" is preferred.
Examples:
Some "cksum" implementations provide other algorithms, such as "md5" and "sha1":
Some "cksum" implementations let you take checksums of strings specified as arguments:
who gives information about the users logged into the machine. The information includes the user's terminal, login date ,login time and the location they are connecting from.
Examples:
The option "-w" shows wheter or not a user's tty is accessable with commands like write or talk. + indicates that the tty is accessable, and - that it's not:
Using "who" with two non-option words gives your username. On some systems, this gives your actual username, and using "su" or "sudo" to switch user does not change this name.
On other systems, this gives more information:
finger finds out information about a user. If the user has created a .plan (several lines) and/or a .project (one line) file in their home directory this will also be displayed.
Examples:
su switch user
Examples:
Become another user:
Become root… then become another user:
Switching user and using the new user's enviroment (shell, shell-variables, home-directory) as if after a normal log-in:
Run a program as another user (as root unless otherwise specified):
Note: The permission and owner/group of su - as well as other config-files (typically /etc/su and /etc/login.defs) - may prevent users not belonging to certain groups from switching user even with the correct password, or even being able to execute su at all (E.g. in BSD it's traditionally been restricted to members of the wheel-group only).
whoami tells you your current username.
Examples:
groups states the groups the current user is a member of
Examples:
id gives you the same information as the whoami and groups commands, but also includes the user id (uid) and group id (gid) integers associated with the login.
Examples:
tty tells you the terminal device that is assigned to your interactive login. The tty represents your console device, network connection ("ssh", … ), or terminal emulator process ("xterm", "konsole", … ).
Examples:
uptime tells you how long the computer has been running since its last reboot or power-off.
Example:
uname displays the system information such as hardware platform,system name and processor, Operating System type.
Example:
dmesg display the messages from the kernel, since boot.
Example:
Tips:
While a UNIX system is booting, usually a lot of messages flash on the console screen in rapid succession; to view those messages after the system is booted, use the following command:
Using a command option, dmesg can filter the kernel messages, based on priority. The '-n 1' arguments will display only the panic messages:
free display used and free memory
Example:
Display in human readable form using MegaByte block sizes:
Tips: Display system memory usage every 5 seconds, use Ctl+c to exit:
vmstat displays a compact summary of overall system activity (processes, memory, and cpu information).
Example:
Tips: Print out vmstat summaries every two seconds, for five iterations.
top displays system process in real time
Example:
df reports the amount of free disk space available on each partition.
To report the number of free i-nodes
Reports disk usage in human readable format with block-sizes in Kilo,Mega,Gigabytes. This option is specific for Wikipedia:GNU version of df.
In some of Unix systems (SYS V family ie. HP-UX) df displays information in diffrent way:
In such cases try to use bdf command.
hostname displays and set system host name
Example:
Display the host name:
Display the IP address of the system:
Set the host name of the system to 'DarkHorse':
NAME
SYNOPSIS
DESCRIPTION
Address Families
OPTIONS
NOTES
nohup lets you run a program in a way which makes it ignore hangup signals. This can be used to make a program continue running after a user has logged out. The output of the program is redirected from the standard output to the file nohup.out.
Examples:
ps displays a list of current processes and their properties.
Examples:
Processes owned by the current user:
All processes:
kill is used to send termination signals to processes.
Examples
To send the kill signal to the processes with process id 17525,
To send the kill signal to all processes,
see Guide to Unix/Commands/Process Management/Kill
pgrep search and kill system processes
Example: Check if apache webserver is running.
Stop xterm program with 'pkill' program:
Tips: Display all the process of a user
pidof display Process ID (PID) of a task
Example: Display the PID of emacs process:
killall kill a process by name
Example:
Kill the 'xfaces' program:
fuser tells you what process is using an indicated filesystem object (ordinary file, device, etc.)
lsof lists all open files,is more detailed than fuser.
Example:
Tips:
Using -i 4 option will report all programs currently using IPv4 network, it is useful for watching the programs accessing the network and Internet resources.
fstat lists all open files.
The previous two commands (fuser and lsof) do not exist on all systems. The 4.3BSD-Tahoe system introduced the "fstat" command that is found on many *BSD systems. Unlike the previous two commands, it seems not to know the exact path of each file, but only what filesystem it is on?
Some options are:
Examples: Lists every open file by every user, including root! Pipe it into a pager.
Get the process ID of the running Bourne shell and then list the files it opened.
The init process always has ID of 1. List its open files. In this example it only opened one file somewhere on the / filesystem.
Reference:
lsmod lists the modules loaded by the Linux kernel.
modprobe loads a Linux kernel module. You can specify only the name of the module, and modprobe will load it from the correct location and also load any dependent modules.
Many modules load automatically. For example, Linux loads a USB keyboard module when a USB keyboard is attached. It also loads the base USB modules as dependencies. Some modules must be loaded manually, and "modprobe" is the easiest way to do this.
sysctl sets a parameter to change the behavior of the kernel. The available parameters vary by kernel, so check the man page for sysctl in your distribution.
Examples:
Check the setting for the "vm.swapencrypt.enable" parameter:
Root can set the parameter to 1.
command syntex- to compress
tar cvf file.tar source_file_directory
to uncompress
tar xvf tar_file_name
sync write memory buffers to disk
Example: Sync has no options, doesn't display any messages
Tips:
It is always good to type sync a couple of times, one the important functions of sync is to update your superblock information.
The sync calls sync Unix system call and exits with success code '0' or '1' if it fails. These exit codes stored in $? variable.
The above example shows that sync was successful.
echo outputs its parameters to the standard output.
Examples:
Tips: Some common echo usage:
Check a shell variable:
Check the parameters passed in the previous command:
Check the current parent process:
Check the exit code of the last command:
Create a empty file (same as touch /tmp/newfile):
Create a new file with some text:
Add (append) a new line to end of file:
cal displays a calender for the current month. If the command is followed by a date (a month or a year) it will return a calender for that period.
Examples:
Tips: The Gregorian Calendar was adopted in the British Empire in 1752. The 2nd day of September 1752 was immediately followed by the 14th day of September, as shown by the example below.
date displays the current date and time.
Example:
time time a program
Example:
from display the names of those who sent you mail recently
Example:
Count the number of mail in your mailbox
mail allows you to read and write emails.
Example:
Tips: Note that you need to press enter then ctrl+d to confirm.
Tips: Press enter to read.
clear clears the screen.
Example:
PS1 is an environment variable which defines the shell prompt. If not defined, the prompt defaults to "$"
Example:
A more complicated example:
